I’m Listening to your Location! Inferring User Location with Acoustic Side Channels*

Youngbae Jeon
Korea University, South Korea
jyb9443@korea.ac.kr

Minchul Kim
Korea University, South Korea
k.minchul95@gmail.com

Hyunsoo Kim
Korea University, South Korea
aitech25@korea.ac.kr

Hyyoungshick Kim
Sungkyunkwan University, South Korea
hyoung@skku.edu

Jun Ho Huh
Samsung Electronics, South Korea
junho.huh@samsung.com

Ji Won Yoon
Korea University, South Korea
jiwon_yoon@korea.ac.kr

ABSTRACT
Electrical network frequency (ENF) signals have common patterns that can be used as signatures for identifying recorded time and location of videos and sound. To enable cost-efficient, reliable and scalable location inference, we created a reference map of ENF signals representing hundreds of locations worldwide – extracting real-world ENF signals from online multimedia streaming services (e.g., YouTube and Explore). Based on this reference map of ENF signals, we propose a novel side-channel attack that can identify the physical location of where a target video or sound was recorded or streamed from. Our attack does not require any expensive ENF signal receiver nor any software to be installed on a victim’s device – all we need is the recorded video or sound files to perform the attack and they are collected from world-wide Web. The evaluation results show that our attack can infer the intra-grid location of the recorded audio files with an accuracy of 76% when those files are 5 minutes or longer. We also showed that our proposed attack works well even when video and audio data are processed within a certain distortion range with audio codecs used in real VoIP applications.

CCS CONCEPTS
• Security and privacy → Privacy protections;

KEYWORDS
Electrical network frequency, Location tracking, Side channel analysis

ACM Reference Format:

1 INTRODUCTION
With the increase in accessibility of high-speed Internet across the world, many VoIP applications that allow people to use voice and video chat online, such as Facebook messenger [15], Skype [2], and WhatsApp [28], have emerged over the years, and become popular. Also, many online streaming services, such as YouTube [55], Facebook Live [14], Twitter’s Periscope [48], and Twitch [46], have also become popular.

Such VoIP applications or streaming services, however, may raise privacy concerns. As for VoIP applications, some users, e.g., those engaged in secretive meetings, anonymous reporting or those doing a secret chat in general, have to not only anonymize their identities but also their locations even when they do not perceive the location privacy threat because they are not intentionally sharing their locations. Several previous studies [3, 17] demonstrated that location information can reveal sensitive information about users. Therefore, some services already tried to anonymize or obfuscate a user’s actual location. For example, Skype, which is one of the most widely used VoIP applications, recently updated its default application settings to use a proxy server to hide users’ IP addresses [32].

Location privacy issues are also prevalent in streaming services. The safety of those broadcasting and hosting live shows at homes may be threatened because stalkers or potentially inappropriate fans could locate their victims, and make physical visits to the victims’ private places. Hence, most streaming services might conceal not only content creators’ (or broadcasters’) IP addresses but also any other location-related information about them. Popular streaming services like Twitch already use an anonymity policy to hide users’ network addresses for their privacy [47].

However, researchers have presented various ways of compromising location privacy. PowerSpy [38], for instance, is a technique that can infer a mobile phone’s location with the only measurement of the aggregate power consumption of the phone. Furthermore, in another study on Android mobile phone [39], it can also be inferred only by using sensors like gyroscope, accelerometer and magnetometer without requiring any permission.

In this paper, we propose a novel side-channel attack for compromising user location based on a ”Location Inference using Signatures generated from Electric Network frequencies” (LISTEN) technique. Unlike previous work [38, 39, 53] that requires the installation of a specific malicious application on a victim’s device, the LISTEN attack can be performed with popular VoIP applications or online
streaming services that are already being used. In fact, the only piece needed to perform the attack is a target multimedia file.

To implement the LISTEN attack, an attacker collects electrical network frequency (ENF) signals transmitted from a victim’s device via her microphone, and analyzes them to infer the victim’s location. ENF is the supply frequency of electrical power in electricity distribution networks. In general, the ENF signals are mostly captured in a particular frequency, either 50Hz or 60Hz. Moreover, the patterns of fluctuations of ENF signals are very similar at time and space because those patterns are highly influenced by the difference between power supply and demand in the same power grid [21]. Since the fluctuations have spatial and temporal characteristics, they can be used as signatures to identify the victim’s temporal location [5, 6, 20, 21, 27, 36, 40, 43].

The location identification techniques using the ENF signals have been intensively studied for several years. These researches allow us to figure out which power grid the ENF signals extracted from [25, 26], and also obtain the precise location information within the grid [18, 24]. However, the existing ENF processing techniques [18, 24] are not sufficient to implement the LISTEN attack. In general, they failed to infer geographical location information about a victim’s place in real-time. Furthermore, it was not clear how the ENF signals should be well extracted from audio and/or video streaming data used in VoIP applications or streaming services, which is necessary for performing the LISTEN attack in a practical setting.

In our work, we present a novel approach which can handle these matters. We summarize our contributions as follows.

- We proposed a novel location privacy attack to infer a victim’s location with the ENF signals extracted from the multimedia streaming data transmitted for VoIP applications or online streaming services. Our ENF signal collection method is much cheaper than existing approaches [7, 31, 33, 52] since we merely collect audio signals from online streaming services that contain the location information for the recorded multimedia streaming data without using any expensive hardware. Also, our attack does not assume any additional malicious application being installed on a victim’s device besides VoIP applications or client applications for the target online streaming service.
- We evaluated the performance of the proposed attack in real-world environments. Both theoretical parameters and realistic environments for audio channels were used in the evaluation, showing that our approach provides an accuracy of 90% for inter-grid estimation with 40 minutes long audio, and 76% of intra-grid estimation with 5 minutes long audio.

The rest of the paper is organized as follows. In Section 2, we explain how ENF signals can be obtained from online multimedia stream data and used for location tracking. Section 3 describes the generic attack model, and Section 4 dives deep into the proposed LISTEN attack. Section 5 presents the attack evaluation results, and Section 6 discusses those results. Section 7 summarizes the previous studies related to our work. Our conclusions are in Section 8.

2 BACKGROUND

This section explains the processes involved in extracting ENF signals from multimedia data like audio and video files, and in constructing a ENF map for locations of interest.

2.1 Electrical network frequency (ENF)

ENF is the supply frequency of electrical power in electricity distribution networks. ENF signals are generally embedded in a particular frequency by a stabilizer of power supply systems [22]; either 50Hz or 60Hz frequency is used depending on geographic location. Europe and China use 50Hz for AC current, whereas the United States and Canada use 60Hz. In the real world, however, small fluctuations of ENF signals exist – this is because of the differences that exist between power being supplied and the demand for power at a given moment [21]. Such small variations that exist in ENF signals have been exploited in many application domains including abnormal event detection [7], electrical disturbances [22, 33, 52], and digital forensics [6, 21, 27, 36, 42]. To that end, many researchers have tried various ways to obtain accurate ENF signals.

One way to acquire ENF signals is to use specialized physical electrical devices such as a frequency disturbance recorder (FDR), which is a type of phasor measurement unit used in smart grids [56]. ENF signals can also be obtained from multimedia data such as audio and video files [21, 23, 33, 34, 44, 52] such as Figure 1. This figure demonstrates the spectrogram of an audio file that was recorded in Europe. This spectrogram is obtained using a short time frequency transform (STFT) technique to capture non-stationary ENF signals. As shown in this spectrogram, there exists a fluctuation around 100Hz\(^1\).

![Figure 1: ENF spectrogram around 100Hz](image)

2.2 Extracting ENF signals from multimedia

It is obviously useful if ENF patterns can be obtained from the multimedia data because it does not require any expensive physical devices. However, ENF patterns constructed from side-channels such as audio and video files often have much lower signal-to-noise ratio (SNR) than those directly acquired from an FDR device. Therefore, advanced signal processing techniques are needed to be applied to reduce or remove unwanted noise. The ENF signal extraction process mainly consists of the following four steps.

2.2.1 Decimating and framing. After multimedia data are decimated to 1kHz to save the storage space, we created frames of data sequences, where each frame overlaps with the half of the previous frame. Each frame contains 8192 samples, which comes

\(^1\)ENF’s base frequency is 50Hz but we plotted 100Hz because ENF patterns at 50Hz for multimedia data is less clear than those at 100Hz.
to about 8 seconds of decimated audio data in each frame. 4096 samples overlap with each other. This concept comes from the STFT technique.

### 2.2.2 Applying the quadratic interpolated fast Fourier transform (QIFFT) technique

The next step involves applying the QIFFT technique to each frame. It is necessary to resolve the estimation of ENF signal when frame sizes are small [24]. This step is designed to find the maximum value of ENF signals from a given frequency of each frame. A band pass filter is applied to truncate unnecessary frequency ranges from a given frequency domain to obtain the maximum value. We then apply the fast Fourier transformation (FFT) technique to each frame, identifying the index of highest frequency value – this is done by tracing the maximum value, moving from frame to frame. However, in this case, the maximum (peak) spectra value estimation is less precise than resolution estimation so, we apply the Quadratic Interpolation technique when the FFT process is complete [10, 24, 29]. That is, we can search for interpolated peaks on the composed spectra and links them using the QIFFT [1, 9] because the computation of the STFT is too heavy to extract signals quickly from hundreds of multimedia. The sampling rate should be infinite in order to obtain the perfect maximum value, but since it is impossible, we can obtain better estimation by approximating the signal to quadratic formula with using values which are nearby the maximum frequency value.

### 2.2.3 Enhancing ENF signals using Multi-tone harmonics

Additionally, we can find several horizontal lines in the spectrogram shown in Figure 2, demonstrating similar ENF signal oscillation patterns. Such signals are referred to as harmonic signals. More accurate ENF signals can be acquired by processing ENF signals at both base frequencies and harmonic frequencies on the spectrogram [4, 10, 29]. The multi-tone harmonics method uses both a fundamental frequency and harmonic frequencies for exploring the peak position from the ENF spectrum. In this multi-tone harmonics method, the maximum-likelihood estimation technique is applied to the harmonic signals, using Cramer-Rao bound for frequency estimation error to show that the estimation accuracy of ENF signals can be improved by about 10 – 15µHz [4]. Therefore, to enhance the ENF signals against the unwanted uncorrelated noise in the frequency domain, multi-tone spectra is obtained by summing all spectrogram at both fundamental and harmonic frequencies. The more harmonic signals we use, the better the accuracy of ENF signal estimation.

![Figure 2: ENF signal at base and harmonic frequencies](image)

(Harmonic ENF signals are captured at frequencies that are calculated by multiplying integer by base frequency [4].)

### 2.2.4 Threshold dependent median filter (TDMF)

After multi-tone estimation, we use the threshold dependent median filter (TDMF) on the final ENF signal. A median filter is a nonlinear filter that preserves the locality of signals being processed. Median filters, compared to linear mean filter, are more preferred way of reducing noise level. Even if we use both multi-tone estimation and median filter, we will not be able to identify maximum peaks (of ENF signals) if given ENF signals are weak and have relatively low spectra. Such weak ENF signals can be misleading, containing severely abnormal noise levels. To remove abnormal noises, we employ the threshold truncation approach – this approach is called the threshold dependent median filter (TDMF).

### 2.3 Construction of the ENF map

To construct a comprehensive map that can cover many application domains, it is necessary to collect and process ENF signals from a wide range of online streaming sources. However, building such a large ENF map would require a massive effort and budget. Specialized physical devices such as Frequency Disturbance Recorder (FDR) [52] that can capture ENF signals would need to be purchased, installed, and managed. Deploying and continuously monitoring such physical devices to cover all areas of interest is impractical and expensive.

Recently, an efficient scheme to construct a nation-wise ENF map has been introduced and it does not require purchase and installation of expensive physical devices [23]. We can automatically crawl worldwide ENF signals from online multimedia services such as "EarthCam [13]" and "Ustream [11]," significantly reducing costs, time, and amount of efforts are needed to create a map. However, additional signal processing techniques have to be applied because the ENF signals crawled from online sources are typically less clear.

### 3 THREAT MODEL

We assume that a service application is installed on the victim’s device equipped with a built-in or attached ENF capture device (e.g., AC microphone). The application has no permission to access GPS or any other location information (e.g., cellular base stations and WiFi APs). The installed application is just used for capturing ENF signals from the victim’s device and delivering the captured ENF signals to the attacker’s device via the Internet. In this environment, the attacker’s goal is to infer the victim’s geographic location by analyzing the received ENF signals. Such environments appear to be often made in many real-world situations. This is because ENF signals can be extracted from recorded audio and/or video signals when the recording device is mains-powered [21] which indicates the status of being connected to a stable electrical power grid. Note that mains-powered microphones are still popularly used in multimedia streaming services to improve the sound quality of recorded audio files. For instance, we found that about 36% of Twitch users use mains-powered microphones. Therefore, the attacker can collect the ENF signals generated from the victim’s device if the application can just record the audio and/or video signals at the victim’s device and access the recorded audio signals.

In practice, the victim often shares her own user-created contents with others through audio and video sharing sites (e.g., YouTube, Facebook Live, Twitter’s Periscope, and Twitch) by themselves.
In such situations, ENF signal embedded in audio and/or video signals can simply be downloaded by anyone including the attacker. Moreover, if the attacker communicates with the victim using a VoIP application, the attacker can naturally record the victim’s audio and/or video signals and receive them without requiring any special permission on the victim’s device.

We note that our attack scenarios are likely to apply even when network identifiers such as IP address are hidden from the attacker through an anonymous system (e.g., Tor network [37]) because the attacker does not require additional information from the victim, besides the transmitted recorded audio and/or video signals.

4 LISTEN ATTACK

Because ENF signals could be used as a spatio-temporal signature, the primary goal of the LISTEN attack is to identify the location of a victim’s device with access to just ENF signals (side channel information). The attack mainly consists of three sequential processes: (1) Construction of the ENF map using online streaming data on the Internet, (2) Extraction of reliable ENF signals from a target device, and (3) Location estimation.

4.1 Construction of the ENF map using online streaming data on the Internet

The first step of LISTEN attack is to crawl and scrap audio streams from a few pre-selected online multimedia services. Audio and video streams from some multimedia services contain recording location information, including latitude and longitude information. We chose “EarthCam” [13], “Explore” [16], and “Skyline” [50] as the three online sources because both audio and video data were produced with devices which are mains-powered in Alternating current (AC).

The second step is to perform a series of signal processing techniques [23]: (1) checking whether scraped audio streams contain ENF signals, (2) extracting clear signals through noise reduction, (3) aligning incomplete and partial signals on a given time domain using signal alignment techniques, and (4) interpolating ENF signals in uncovered areas with collected neighboring ENF signals. We refer to collected ENF signals as anchor nodes, and use them as the sources for interpolation. This step allows us to infer precise locations from a victim’s ENF signals by comparing them against interpolated ENF signals. The effectiveness of an interpolated ENF map can be explained theoretically from the fact that the ENF disturbance propagation speed is finite [18, 24] and was demonstrated using the Inverse Distance Weighted (IDW) interpolation technique [23, 35].

4.2 Extracting ENF signals from a victim when VoIP services are used.

After creating the ENF map, the next process is to set a target victim, and extract ENF signals from the victim’s device or recorded voice. This process is similar to the way the ENF signals are collected in Section 2.2 but requires more sophisticated algorithms due to various communication systems and environments that hleneeds to be considered. For instance, the victim could be using a VoIP service that streams unreliable ENF signals as shown in Figure 3. Such signals could be distorted and carry a significant level of noise.

Severely distorted ENF signals cannot be used for location estimation. Hence, the state of the audio channel need to be specified concretely based on the “frequency response,” “time delay,” “delay jitter,” and “packet loss.” These represent the quantified metrics for evaluating the quality of audio channels. In following paragraphs, we describe those metrics and the techniques how attackers mitigate those problems.

4.2.1 Frequency response. Audio recorded from the victim’s device can be filtered or amplified when it passes through an audio channel. ENF signals cannot be constructed from such an audio file if (for some reason) the victim’s ENF signals are deleted. As human audible frequency ranges from 20Hz to 20kHz, many audio codec standards include a band pass filter for better compression and higher quality given a limited data rate [30]. For example, in the case of Skype, the VoIP application uses its own codec called SILK [51]. The compression process of SILK uses a high pass filter for which the cut-off frequency is 70Hz [51]. Since the base frequency of ENF signal is 50 or 60Hz, SILK will filter it. To resolve this, we use the multi-tone estimation [45] shown in Section 2.2. We use harmonic signals with frequency of either 100Hz for the 1st frequency 50Hz or 120Hz for the 1st frequency 60Hz, or above.

4.2.2 Time delay and delay jitter. Since we compare the victim’s ENF signals against the ENF map based on known locations (signatures), we need to know the exact time of ENF signal extraction. Hence, any time delay is integral and needs to be known. If a VoIP uses a signaling protocol that provides the exact time delay information, the recorded time can be obtained easily. However, there might be some cases that the exact time is hard to find. In such cases, we have to estimate the time delay by calculating normalized correlation coefficient of extracted ENF signals from a target node and those from anchor nodes. At the exact temporal alignment, the cross-correlation coefficient will have the highest value. This calculation must be performed approximately every eight seconds before ENF signals are framed. Here, each frame has 8192 samples.

Jitter, which is packet delay variation, is also one of the metrics of quality of audio channels. Jitter occurs when VoIP delay changes frequently: a sender transmits packets at a regular interval but a
receiver receives packets irregularly. It is known that audio codecs in VoIPs or streaming services can reduce jitter [30]. Since this jitter reduction incurs its own time delay, aligning time against time delay is a only concern.

4.2.3 Packet loss. Packet loss is another important factor since ENF signals cannot be constructed with loss of information. If a service uses a reliable protocol, we can request for a 'packet resend' to a server when packet loss is detected. Otherwise, missing data cannot be restored. In particular, real-time voice chat services often use P2P protocols, which are unreliable channels and do not support packet resend. Let us consider a common case where a victim uses a laptop and Wi-Fi connection for voice chatting. As many streaming or VoIP services use UDP for a real-time service, packet loss can occur if Wi-Fi communication channel is unreliable.

According to the survey conducted in [49], packet loss rate for common VoIP users is about 2% or less. To deal with this packet loss problem, empty signals can be estimated by performing linear interpolation between the remaining ENF values in a given frequency domain.

4.3 Two step location estimation

The final process of LISTEN is to infer the victim’s hidden location. This process consists of two steps: inter-grid estimation and intra-grid estimation. Since it is time consuming and difficult to estimate the exact location from the whole ENF map, we firstly apply inter-grid estimation to select candidate power grids. After choosing a certain power grid, LISTEN attack performs intra-grid estimation which infers the precise location in the selected power grid by matching the ENF map of the power grid and given victim’s ENF signal. For more formal definition in a Bayesian framework, we need two random variables, \( l_A \) for identifying a specific power grid and \( l_B \) for locating a specific position. While \( l_A \) is a discrete random variable for \( l_A \in \{1, 2, \ldots, G\} \) where \( G \) is the number of power grids, \( l_B \) is a pair of continuous random variables \( l_B = (a, b) \) where \( a \) and \( b \) are longitude and latitude respectively. Denote by \( M \) the constructed ENF map using online multimedia streaming services. The goal of LISTEN attack is to calculate maximum a posterior (MAP) estimate by \( l^*_B = \arg \max p(l_B | M, \theta) \) where \( \theta \) is a set of model parameters. However ENF patterns are highly correlated with these corresponding power grid, so the posterior can be reformulated by \( p(l_B | M, \theta) = \sum_{g=1}^{G} p(l_B | l_A = g | M, \theta) = \sum_{g=1}^{G} p(l_B | l_A = g, M, \theta) p(l_A = g | M, \theta) \) and it can be reformulated by

\[
\begin{align*}
\text{arg} & \quad \arg \max p(l_B | M, \theta) \\
& \quad \text{where } g^* = \arg \max p(l_A = g | M, \theta). \\
& \quad \text{Here, note that Equation (1) can be derived because different } l_B \text{s cannot have an identical } l_A. \\
& \quad \text{Therefore, we have the following two step location estimation by}
\end{align*}
\]

(1) \( l^*_A = \arg \max p(l_A | M, \theta) \) for Inter-grid estimation.

(2) \( l^*_B = \arg \max p(l_B | l_A = l^*_A, M, \theta) \) for Intra-grid estimation.

4.3.1 Inter-grid estimation. Inter-grid estimation is about discovering which power grid collected ENF signals come from. Our assumption for Inter-grid estimation is that oscillation patterns of ENF signals might be similar to each other if two different ENF signals are collected from the same grid. To localize ENF signals on multiple grids through classification, we applied the distance weighted \( k \)-nearest neighbor algorithm. After labeling the collected set of anchor nodes with location information, we determine the \( k \)-nearest neighbours with inversely proportioned weights. Here, \( k \) is selected based on the number of ENF signals collected to be used as anchor nodes.

4.3.2 Intra-grid estimation. Intra-grid estimation localizes points of the ENF signal captured inside a power grid. Intra-grid estimation is straightforward as every single cell of the ENF map has already been interpolated (see Sections 2.3 and 4.1).

To estimate an internal location from a given power grid, we calculate the Euclidean distance between a time-series sequence of interpolated signals in a single grid and the victim’s ENF signal. Comparing to the method that uses the correlation coefficients for the signals [18, 24], Euclidean distance method is a more intuitive way of measuring the similarity of given signals, and takes much less computational time. However, this approach is still useful since it can visibly show an inferred location (see Figure 4). The color map represents the distances between interpolated ENF sequences and the victim’s extracted ENF signal sequences. With the similarity measure, the red area of the color map denotes that the interpolated sequences are far away from the extracted sequence, and the yellow area means they are close and it is highly likely for the signal to be extracted from there.

![Figure 4: Euclidean distance between target ENF sequence and interpolated sequences in the Eastern power grid of the United States. Cross ('X') dot indicates where the signal actually collected. Red area means it is far from the target signal and yellow area means it is close.](image)
the boundary by choosing the second highest boundary probability \( s = 2 \), resulting prediction is more likely to be right.

## 5 EVALUATION

This section presents the LISTEN attack performance evaluation results. We calculated the accuracy of inter- and intra-grid estimation (described in Section 4.3.1 and 4.3.2) using three different audio communication environments. In order to conduct this experiment, we first collected the audio stream from the online stream services. Then, we distorted the audio streams by passing them through a virtualized audio channel to mimic real-world communication. Therefore, experiments are categorized based on the following three conditions in the audio channel that were used to distort the stream data:

1. **Raw audio streams (no distortion):** This experiment uses raw audio streams directly obtained from online multimedia. That is, the communication channel is perfectly reliable so there is no error and distortion in the audio channel;

2. **Skype+VPN:** This experiment uses audio streams that are distorted with Skype over a virtual private network (VPN). In this case, the stream data can be affected from unwanted influences such as packet loss, signal removal by filters, and time delay.

3. **Torfone:** A VoIP application is used over a Tor network. Since Torfone uses its proprietary codec for real-time communication, audio streams can often be distorted. Stream data can be affected from unwanted factors such as signal removal by filters and jitter from time delay although Tor network uses TCP protocol. That is, data loss in Torfone occurs through the Torfone's codec, not through Tor networks.

We describe those experimental setups in Section 5.1, and show inter-grid estimation performance and intra-grid estimation performance in Sections 5.3 and 5.4, respectively.

### 5.1 Experiment setups

#### 5.1.1 PC and software specifications

We used two PCs each equipped with Intel(R) Xeon(R) CPU E5-2609 0 @ 2.40GHz, 64GB RAM, and Ubuntu 16.04.1 LTS (64-bit) operating system. We used Python as the programming language, and a Linux module called "ffmpeg" for scraping and decimating video and audio data from streaming services. MATLAB was used for data analyses.

#### 5.1.2 Dataset used in virtualized audio channels

Virtualized audio channels were used for the three experiments to mimic real-world communications that contain noise. To construct virtualized audio channels, we crawled and scraped audio streaming data directly from online streaming services accessible through the Internet. Those online streaming services are listed in Table 1. We collected a total of 99 audio stream data from Earthcam, Explore and Skyline because their audio stream data contain the exact latitude and longitude information. To stably store and efficiently process the collected stream data, we decimated an hour-long wav extension file to 1,000Hz sound source streams, taking up about 10MB of disk space.

<table>
<thead>
<tr>
<th>Service</th>
<th>Categories</th>
<th>ENF presence rate(%)</th>
<th>the number of samples</th>
</tr>
</thead>
<tbody>
<tr>
<td>Earthcam [13]</td>
<td>landscape</td>
<td>85.29</td>
<td>36</td>
</tr>
<tr>
<td>Skyline [50]</td>
<td>landscape</td>
<td>95.16</td>
<td>39</td>
</tr>
<tr>
<td>Explore [16]</td>
<td>nature</td>
<td>70.59</td>
<td>24</td>
</tr>
</tbody>
</table>

#### 5.1.3 Skype+VPN and Torfone

To measure the effectiveness of the LISTEN attack performed on noisy audio channels, we considered two examples that use unreliable audio channels: **Skype+VPN** and **Torfone**. Environmental conditions for the two channels are shown in Table 2.

<table>
<thead>
<tr>
<th>Application</th>
<th>delay(ms)</th>
<th>codec</th>
<th>packet loss(%)</th>
</tr>
</thead>
<tbody>
<tr>
<td>Skype+VPN</td>
<td>~400</td>
<td>SILK</td>
<td>1.23</td>
</tr>
<tr>
<td>Torfone</td>
<td>~2000</td>
<td>GSM</td>
<td>5</td>
</tr>
</tbody>
</table>

### 5.1.4 Virtualized audio channels to emulate VoIP client A (Caller) from a remote host

To run experiments reliably, all conditions except the channels that transfer data need to be kept consistent. However, running various channels at the same time would cause unintentional side effects such as increasing packet loss or time delay. In addition, it is difficult to run the experiments again for verification purposes. In such an experimental setup, it would be impossible to regenerate the exact same outside sound again, and there would be a risk of encountering white noises while mimicking

---

1. Onion domain is the domain for onion network [19], which enables anonymous communication. This is also called The Onion Routing (TOR) network.
the environmental conditions. Hence, this kind of experimental setup seems impractical due to this intractability of reproducing the exact same audio sounds in Skype+VPN and Torfone.

![Figure 5: To emulate VoIP client A (Caller) from a remote host, we first obtained the audio data from streaming servers and inputted the audio file directly to VoIP software. To exclude unintended effects from physical devices, all the microphone and speaker operations were processed with virtualization technique. By splitting the experiment into two parts - gathering audio files and actually running VoIP S/W, we can increase the re-producibility without losing details.]

To overcome this problem, we used an audio virtualization technique, which redirects sounds (from audio files) to a microphone of a computer. Considering that microphones and speakers work in a similar way, it is possible to redirect an output of a speaker (sound information) to an input of a microphone. Then the microphone would obtain the same sound input data as it would receive the speaker output without any sound loss and white noise. Thus, the caller would perform two subsequent steps. First he or she would receive audio files from multimedia streaming servers, and redirect those files to a VoIP software. Hence, the actual, final experiment design is as shown in Figure 5. This final experimental setup is more effective and efficient than simply putting a speaker next to a microphone, and physically replaying audio files. In such a setup, there are two key risks: (1) we cannot guarantee that sounds from a speaker are fully transferred to a microphone without data loss, (2) noise interference would be inevitable. However, with our audio virtualized environment, there is no risk of noises being added nor risk of losing original information since it inherently prevents physical environments to interfere after recording is done. By simple replaying audio files from the voice sending server, we could easily change the channel conditions without altering the sounds being transferred. All our experiments were conducted using the same condition except the VoIP channel.

5.2 Existence of ENF signals in audio streams
Given the experimental setups described above, we first checked the existence of ENF signals in online streaming data – even though streaming data for VoIP applications is transmitted over noisy audio channels (Skype on VPN, and Torfone on Tor network). This section presents Skype communication results and Torfone results.

People can typically hear 20Hz to 20,000Hz but this does not mean that every frequency in this range constitutes a human voice. Since there are certain frequency regions that mainly constitute daily-life sounds including human voice, many VoIP software apply special filters in sound data to provide better call quality.

To visualize the effect of the filter in the audio channel, Figure 6 plots 1D spectrum in the left sub-figures, and 2D spectrograms in the right sub-figures. Top, center, and bottom sub-figures represent (1) raw audio streams (no distortion), (2) Skype+VPN, and (3) Torfone, respectively. There are two types of transparently coloured regions. Green regions are located at the base frequency range and purple region are located at the multiple harmonic frequencies respectively.

As can be seen in Figure 6-(2), ENF signals with Skype are particularly filtered ~ 70Hz frequency region. Since Skype filters out frequency areas lower than 70Hz, base frequency of ENF at 60Hz region are removed and suppressed. That is, LISTEN attack cannot be successful because of the absence of ENF signals at the base frequency. However, we can construct ENF signals by combining and extracting harmonics.

Meanwhile, in the case of Torfone, we can see that base ENF signal also remained around 60Hz as shown in Figure 6-(3) although packet loss exists in case of Torfone such as shown in 2D spectrogram. Since Torfone uses Tor-network for voice chatting, the frequency bandwidth of communication channel cannot digest the bandwidth of audio channel. Therefore, even though Tor-network uses TCP network, Torfone over Tor network frequently drops the lately arrived packets by force in order to provide real-time communication through its own codec.

5.3 Inter-grid estimation
Given a sample data set with annotated region IDs, we infer the power grid ID of a new sample of interest in the inter-grid estimation. For this experiment, we initially extracted 99 audio streams at the same time but only 68 audio streams are finally used because 31 audio streams which do not have ENF signals are removed. These
streams were located in 7 power grids, which are Eastern and Western Interconnection of the United States, Central and Northern Power grid of Europe, Brazil, Peru and Cuba. Leave-one-out cross-validation is used to evaluate the inter-grid estimation. We partition the data into a training dataset with 67 streams and a testing dataset with 1 stream. We repeatedly run 68 different runs to obtain sound statistics. With this cross-validation, we measured the accuracy of the classification with varying the length of segment as shown in Figure 7. This figure shows that the accuracy of the experiment has the highest value at 90.77% when the segment length is 40 minutes. As the length of the victim’s segment increases from 10 minutes to 40 minutes, the accuracy rates of the inter-grid estimation hardly raise.

![Figure 7: Accuracy vs Segment length (min) for inter-grid estimation with 40-minutes segment length.](image)

In addition, as we mentioned in the previous section, Torfone has harsher environment than Skype over VPN so delay is longer and data loss rate is bigger. However, we find that the performance on using Skype over VPN is worse than one on using Torfone. This result indicates us that the more critical factor for constructing ENF signal against audio channels is the fact that fundamental (1st) ENF signal is filtered by high pass filter in audio codec of Skype [51].

### 5.4 Intra-grid estimation

Intra-grid evaluation was conducted based on 40-minute sound sources located in the eastern power grid of the United States among the audio streaming data collected from all over the world. 16 audio streams located in the eastern US power grid was collected from online multimedia services: 6 from Explorer, 9 from Skyline, and 1 from Earthcam. In this experiment, they are used to construct a reference ENF map so we name them anchor dataset. Given this reference map, we can infer the location of a new audio streaming data extracted target source through Skype and Torfone of our interest.

For the evaluation, we increase the order of the decision boundary from 1 to \( n \) and obtained accuracy is approximately 75% when the order (index) of decision boundary is bigger than 2. The accuracy almost does not increase for three subjects when the index of decision boundary is after 3 until 16. In the case of Eastern power grid of the United States, the area’s size in the 3rd boundary is \( V = 60,309 \text{miles}^2 \) since the approximate total area of Eastern power grid is about \( 341,754 \text{miles}^2 \). If we calculated an approximate radius \( R \) to represent the average distance in the area, we have \( R \approx 138.55 \text{mile} \) since \( V = \pi R^2 \).

We also evaluated the accuracy conducted with the varying length of segments. The accuracy rate decreases as the segment length become shorter which is shown in Table 3. However, interesting observation is that the performance improvement in accuracy was not linear, and had step-like changes. We surmise that the tested ENF signals were categorized into three groups depending on geographic origins. 76.4% of samples (group 1) were clearly identified even with a short segment because their origins were located very far from each other. About 6% of samples (group 2) were uniquely distinguished when the segment length is between 30 and 35 minutes - this is because their uniqueness was obtained only with a longer segment. We failed to uniquely identify the remaining samples (group 3) even with a longer 40-minute segment. Much longer ENF signals would be needed to distinguish those samples.

<table>
<thead>
<tr>
<th>Segment length (min)</th>
<th>Raw data</th>
<th>Skype + VPN</th>
<th>Torfone</th>
</tr>
</thead>
<tbody>
<tr>
<td>5</td>
<td>76.4</td>
<td>76.4</td>
<td>70.5</td>
</tr>
<tr>
<td>10</td>
<td>76.4</td>
<td>76.4</td>
<td>70.5</td>
</tr>
<tr>
<td>15</td>
<td>76.4</td>
<td>76.4</td>
<td>70.5</td>
</tr>
<tr>
<td>20</td>
<td>70.5</td>
<td>76.4</td>
<td>70.5</td>
</tr>
<tr>
<td>25</td>
<td>76.4</td>
<td>76.4</td>
<td>76.4</td>
</tr>
<tr>
<td>30</td>
<td>76.4</td>
<td>76.4</td>
<td>76.4</td>
</tr>
<tr>
<td>35</td>
<td>82.3</td>
<td>82.3</td>
<td>82.3</td>
</tr>
<tr>
<td>40</td>
<td>82.3</td>
<td>82.3</td>
<td>82.3</td>
</tr>
</tbody>
</table>

### 6 DISCUSSION

This section discusses defense mechanisms to mitigate the proposed LISTEN attack, and the attack’s inherent limitations.

#### 6.1 Mitigation techniques

We suggest three potential mitigation techniques to protect users of online multimedia streaming services and VoIP applications from the proposed (or similar) attacks.

6.1.1 **Avoiding AC microphones.** As mentioned in Section 3, the LISTEN attack works on users who are using input devices that capture ENF signals. In particular, the raw audio stream data being transmitted need to be produced through an AC microphone. Therefore, to preserve privacy, use of other types of microphones (e.g., a DC-powered microphone) can be recommended to reduce the risk of being exposed to ENF-based side-channel attacks.

6.1.2 **Insertion of fake signals.** In order to downgrade the performance of the LISTEN attack, one could add noise to target raw audio stream data. Noisy 50 or 60Hz signals can be inserted before transmitting stream data to attacker’s device or uploading a recorded stream file to a streaming server. Added noise will make it more difficult to extract original ENF signals. This countermeasure
needs to be designed carefully though as insertion of pure random noise might not be effective – pure random signals can be easily removed through a noise cancellation filter such as the median filter. A more ideal way of generating noise signals is to randomly choose fake signals from a collected set of real-world ENF signals. Such fake signals will be much harder to identify and filter.

6.1.3 Removal of ENF signal patterns. Another possible approach is to remove ENF signals from the raw audio stream data. Chuang et al. [8] presented several signal processing techniques to remove and modify ENF signals while guaranteeing high quality streaming of raw audio data. For example, we can use the band-stop filter to remove only ENF signals at the specific range of frequency band since the band-stop filter passes most frequencies of audio data unaltered but removes restricted small frequency region. The band-stop filtering techniques have been studied comprehensively in the field of signal processing [41].

6.2 LISTEN attack limitations
Although the LISTEN attack can be effectively used to identify recording places of creators or physical location of VoIP users, the attack provides coarse-grained location information within a given a power grid (see Section 5.3). This degree of inferred detail might not be sufficient for applications that require more fine-grained location information. Also, the performance of the LISTEN attack could be degraded depending upon the segment length of given raw audio stream data. As mentioned in Section 3, the LISTEN attack requires the raw audio stream data to be produced by a device that is capable of capturing ENF signals; e.g., AC microphones.

6.3 Effectiveness of ENF map with a small number of ENF samples
Although our ENF map is validated by estimating cross-correlation between interpolated ENF signals and underlying ground-truth ENF signals (as shown in Section 4), the ENF map can become unstable when a small number of ENF samples are only used for constructing the map. In such environments, location cannot be accurately pinpointed. It is obvious that a more accurate map can be constructed and location can be identified with a higher accuracy as ENF sample size increases. That is, the attack (inferred area) accuracy would improve with the increase in collected dataset size. A possible way to increase the number of ENF samples is to combine the ENF samples collected from multimedia streaming services with physical ENF signals collected from GridEye/FNET system [22].

7 RELATED WORK
7.1 Inferring user location
In mobile phone, Narain et al. [39] presented the approach to infer the location and route of moving target with only gyroscope, accelerometer, and magnetometer information. They apply this information to already collected road information with their algorithm. In Android mobile phone, the permission should be approved by mobile phone user to install the application. While the GPS sensor permission is in critical level, other sensors which we previously mentioned do not need any additional permissions. Compared to our research, there are no applications that collect the information from these many sensors among the commonly used applications, that additional installations are needed because they are not provided by the server even if they are collected from common application. Similarly, Michalevsky [38] used power consumption only for inferring location, even if it is not considered as critical as sensor’s information from [39]. The fundamental idea of this study is that power consumption depends on the location of the mobile device. They also gathered routes and power consumption information on road and applied those data to machine learning algorithm. Both studies were conducted on mobile device which is moving along the road, while our general attack target is motionless indoors.

7.2 Revealing anonymity in VoIP
In this section, we summarize other researches about tracking users’ location through VoIP services and compare them with our results.
There are recent researches trying to extract useful information from audio data. By Wright et al. [54], most VoIP services use variable bitrates (VBR) audio codecs for encoding. In VBR codecs, vowels and consonants are usually encoded in packets of different lengths. Using this information, Wright et al. proposed way to find out which phrases were spoken from VoIP packet sizes. Using this result, Coskun and Memon proposed robust hashing scheme for VoIP packet to track VoIP calls. [12] They suggest hashing scheme which is able to pair original packet streams to distorted streams after delay, jitter, and packet drops. However, though its robustness can be applied in impairments-existent conditions, there are some limitations to apply their scheme to actually tacking VoIP callers. Since it is only able to check whether two packet streams store the same (or similar) data, it is needed to monitor all packets to identify pairs among all possible nodes and this complexity isn’t reduced if we could control one endpoint.

8 CONCLUSION
Unlike existing location inference techniques [38, 39, 53] that require installation of a malicious application on a victim’s device and an expensive ENF receiver, the proposed LISTEN attack can be performed with access to just the target video or audio file. To demonstrate the effectiveness of the LISTEN attack, we experimented with the multimedia data collected from three online streaming services, Earthcam, Skyline, and Explore, as well as two VoIP applications, Skype, and Torfone. Our results show that the LISTEN attack can be highly effective in inferring the physical location of which a video or audio file was recorded. We achieved an accuracy of 76% which is a reasonable level when the multimedia source was 5 minutes or longer.
Our LISTEN attack is currently limited to the multimedia files recorded with mains-powered microphones. For generalization, we also plan to design ENF signals-based attacks for environments where mains-powered microphones are not used. Although we positioned the findings as a way to perform an inference attack, our techniques could also be used to identify locations of criminals such as kidnappers, terrorists, or phishers who use multimedia to threaten and abuse people. Another future work is to extend our findings to develop such countermeasure technologies.