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activities on the Internet by generating a challenge, which can
be solved with high probability by a human, but only with low
probability by a program. The most frequently used CAPTCHAs
have traditionally relied on distorted characters represented in a
noisy image, and they require users to input the answer (response)
that matches the same characters in the given image (challenge).
Audio-based CAPTCHA systems are mainly designed to assist
people with visual impairments, which prohibit them from solving
text-based CAPTCHAs. When a user clicks the headset icon button, reCATPCHA system pronounces letters and numbers in the
presence of background noise. Audio-based CAPTCHAs typically
present obfuscated speech challenge and require users to enter
spoken numbers, letters, or words response. Background noise or
other obfuscation effects are added to prevent automatic speech
recognition systems from automatically transcribing speech into
text. This is a main feature to thwart automated attack and provide
high-level security assurance in the audio-based CAPTCHAs.
Recently, however, attackers have developed several techniques
to automatically solve audio CAPTCHA challenges with high accuracy. Tam et al. [7] implemented an automatic attack on Google,
Digg, reCATPCHA using classification techniques (AdaBoost, SVM
and k-NN) with key features such as MFCC (Mel-Frequency Cepstral Coefficients). For Google, Digg and reCAPTCHA, their attack
implementation achieved attack success rates of 67%, 71% and 45%,
respectively. Bock et al. [1] also developed unCaptcha which can
break Google’s reCAPTCHA. They used 6 conventional online
speech-to-text engines: Google Cloud1 , Bing Speech Recognition2 ,
IBM Bluemix3 , Google Speech API, Wit-AI4 , and Sphinx5 . They
adopted a phonetic mapping and broke reCAPTCHA with 85.15% accuracy in 5.42 seconds, on average. Since Audio-based CAPTCHAs
primarily use digits and letters for their challenges, the training
space of machine-learning attack becomes smaller. As a result, machine learning techniques have a small search space to focus, and
can increase their success rate.
In this paper, we introduce a novel design of audio CAPTCHA
system, which generates a challenge, which can be recognized
with high probability by computer programs, but only with low

ABSTRACT
A CAPTCHA (Completely Automated Public Turing test to tell
Computers and Humans Apart) provides the first line of defense
to protect websites against bots and automatic crawling. Recently,
audio-based CAPTCHA systems are started to use for visually impaired people in many internet services. However, with the recent
improvement of speech recognition and machine learning system,
audio CAPTCHAs have come to struggle to distinguish machines
from users, and this situation will likely continue to worsen. Unlike
conventional CAPTCHA systems, we propose a new conceptual
audio CAPTCHA system, combining certain sound, which is only
understandable by a machine. Our experiment results demonstrate
that the tested speech recognition systems always provide correct
responses for our CAPTCHA samples while humans cannot possibly understand them. Based on this computational gap between
the human and machine, we can detect bots with their correct
responses, rather than their incorrect ones.
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INTRODUCTION

A Completely Automated Public Turing test to tell Computers and
Human Apart system (CAPTCHA) [9], is a tool to prevent the bot
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1 https://cloud.google.com/speech/

2 https://microsoft.com/cognitive-services/en-us/speech-api

3 https://ibm.com/watson/developercloud/doc/speech-to-text/

4 https://wit.ai/

5 http://cmusphinx.sourceforge.net/wiki/
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probability by humans. Actually, it is a reversal of the conventional
CAPTCHA concept. We use three audio generating techniques
(Inverse MFCC, mosaic, and neural network). We focus on a fact that
certain highly obfuscated sounds cannot be understood by a human
user, but can confidently be recognized by a machine. Using this fact,
we mix machine-only understandable sound into the CAPTCHA’s
audio test. To show the feasibility of this idea, we generated 50
CAPTCHA test sounds and tested with 10 human participants
and a popularly used speech recognition program named Deep
Speech [6]. In our experiments, Deep Speech correctly recognized
all challenges while all human participants failed to hear them.
This computational gap can be exploited to develop more effective
audio-based CAPTCHA systems.

2

Figure 1: Procedure of the proposed CAPTCHA system.
process, the original audio can be changed from human understandable sounds to the machine-only sounds. In addition, it is possible
to generate human-only audio by properly modifying MFCC parameters in a reverse manner. Carlini et al. [2] generated mangled
sounds using inverse MFCC techniques. With the mangled sound,
the audio sample cannot be recognized by the human but it can be
recognized by the machine.
We also used the inverse MFCC tool [4], and controlled 4 parameters: wintime, hoptime, numcep and nbands [8]. In particular,
we generated sound samples with two different parameter settings.
The first setting makes the extraction parameter values equal to
the insertion parameter values. For example, when we extracted
acoustic features from input audio, we decided the extraction value
as 20. After the extraction, we also decided to use 20 as the insertion
parameter which is the same to the extraction value. The second
setting is to modify the extraction parameters, while fixing the
insertion parameters as default values. The mangled audio samples
generated by two settings are examined by Deep Speech. The resulting audio samples are manually classified into machine-only,
human-only, or human-and-machine by two of us.
2. Mosaic: Mosaic art is a method of expressing patterns and
pictures by bonding various materials such as stone, glass, etc. We
focused on this concept to make an obfuscated audio sound. Similar
to the mosaic method in art, the process of creating an audio mosaic
is to link segments of sound.
However, unlike the previous study which extracts features from
audio and bonds them by arbitrary criteria, we synthesized segments of voice in syllable units by hand to generate human-only
audio. We created these by making syllable sound units and then
linking them together. For example, using text-to-speech software
such as Balabolka, we can create “thue” and “ree” with a different
sound. Thereafter, we bond them to generate “three” with audio
editor software (e.g., GoldWave, Adobe Audition, etc.). When creating mosaic audio, it is necessary to make a good synthesis so that
humans can understand it. Because of the different sound quality
among each syllable, machines would struggle to understand this
mosaic voice, while humans can trivially understand. If we establish
numerical metrics for generating syllables such as Mel-frequency
cepstral coefficients (MFCCs) and mosaic synthesis, we believe that
it will be possible to automate this process in the future.
3. Neural networks: Because neural networks are more frequently used to attack CAPTCHAs, it is possible to exploit weaknesses in neural network systems to strengthen audio CAPTCHA

DESIGN OF NEW AUDIO CAPTCHA SYSTEM

We propose a new method to generate audio CAPTCHA challenges using several different techniques. Our goal is to generate
sound samples that fall into the following three distinct categories:
1) sound that only humans can identify (human-only audio), 2)
sound that only machines can identify (machine-only audio), and
3) sound that both humans and machines can identify (humanmachine-audio). Human-only audio is similar to current audiobased CAPTCHAs, where speech is usually combined with some
type of noise. However, we try to generate human-only audio with
not only noise but also a variety of techniques.
The machine-only audio is a new conceptual sound, which confuses speech recognition systems. This sound type is either inaudible or incomprehensible sound to humans, but is recognizable by
machines. Humans can pass this challenge, as they recognize that
the audio form is nonsense and can input a “wrong answer” or
input nothing at all. However, machines must not only decipher
the noise but also need to determine whether this audio is humanunderstandable as well, thus increasing the defense space of the
CAPTCHAs.
We assume attackers use the open-source implementation of
Deep Speech [6]. The overview of the proposed CAPTCHA system
is described in Fig. 1. First, our system randomly selects k numbers
among three types of sounds as shown in Fig. 1. The sound samples
are randomly assigned, and then the generated sound is played to
the user. After receiving the answer from the user, our CAPTCHA
system checks how the user answers the given sound samples. If the
user correctly answers the human-only audio and human-machine
audio samples and incorrectly answers the machine-only audio
samples, then the system assumes the user is judged to be human.
This process is quite different from that of conventional CAPTCHA
systems that check whether the answer is correct.
1. Inverse MFCC: Speech recognition systems use MFCC to
convert the input audio to text. Vaidya et al. [8] generated machineonly audio based on modified acoustic features extracted from the
input audio using MFCC to deceive the Siri on iPhone, and OK
Google on Google Chorme. The extracted acoustic features are
converted to audio files via inverse MFCC technique. In our experiments, we used the extracted acoustic features and the inserted
acoustic features to audio file tools [4]. There are 10 MFCC parameters and we can modify parameters, when we extract the acoustic
features and insert the features into the audio file. Through this
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systems. In recent work, Carlini and Wagner targeted Mozilla’s
Deep Speech implementation with audio-based adversarial attacks [3].
In their method, they were able to optimize their targeted examples
through both MFC pre-processing as well as many rounds of Long
Short-Term Memories (LSTMs) in the Deep Speech architecture using a Connectionist Temporal Classification loss function [5]. They
achieved 99.9% similar audio waveforms, and they were able to fool
Deep Speech’s pre-trained models with 100% accuracy. Currently,
this method does not transfer to different neural network types,
but we demonstrated a proof-of-concept to detect neural networks
attempting to automatically solve an audio CAPTCHA. In our test,
we used the pre-trained models for Deep Speech that Mozilla released in combination with Carlini’s method hosted on GitHub6 to
generate adversarial audio. To demonstrate the feasibility of our
approach, we used a clean audio waveform that any human could
easily understand, for example, “one two three four five.” Then, we
applied Carlini’s method to generate an adversarial example against
Deep Speech. Targeted adversarial audio created in this manner
will never confuse a human, but Deep Speech will always return
the obviously incorrect targeted response like “nine eight seven
six five.” Any humans would notice very little differences between
the original and adversarial audio, while an attacker using Deep
Speech’s pre-trained binaries would be easily fooled.

one participant failed to pass the CAPTCHA test two times. In one
of the failed cases, the participant misheard “53” as “23”. In the other
case, the participant failed to recognize the whole audio sample.
Machine performance: When testing Deep Speech, the system
returned a guess of 5 numbers each time, including the machineonly audio. In all CAPTCHA test cases, Deep Speech successfully
made a correct result of the machine-only sound. Although we
attempted to handcraft the human-only sound to be understood
only by a human user, Deep Speech recognized 5 cases correctly out
of the 50 CAPTCHA challenges. The machine correctly answered
on average 2.14 numbers for each CAPTCHA test. Excluding the
machine-only sounds, the machine correctly answered only 1.14
numbers of each CAPTCHA test. This is because the sounds are
stretched when we combine the sounds to generate a CAPTCHA
challenge. When we tested each number respectively, Deep Speech
could also correctly answered 4 numbers as similar to the user.
Summary: No participant could answer the machine-only sounds,
while Deep Speech could correctly answer all of them. But a machine cannot distinguish only machine-understandable sounds to
the other. From our results, we believe that fooling modern speech
recognition systems into outputting a targeted correct answer is
easier than fooling them to an incorrect answer. Using this characteristic, we can distinguish between a machine and a human.

3
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EVALUATION AND RESULTS

We present the novel audio CAPTHCHA system to defend against
the latest machine learning-based attacks. Our preliminary results
show promising results for developing a new type of CAPTCHA
based on the machine’s superiority over humans.
For future work, we plan to generate more sound samples, and
perform evaluations with different deep learning-based speech-totext systems to measure the effectiveness of our approach.

To show the feasibility and effectiveness of our new audio CAPTCHA
system, we generated 18 human-only sounds, 4 machine-only sounds,
and 20 human-and-machine sounds. Each sound represents a number between 0 and 99. We produced 50 CAPTCHA sounds in a random combination of 1 human-only sound, 1 machine-only sound,
and 3 human-and-machine audible sounds. For usability, silence
was inserted between five numbers in each CAPTCHA challenge.

3.1

User study
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In lab experiments, we recruited 10 participants from a university. Each participant listened to 5 randomly assigned CAPTCHA
challenges and wrote the answers that they recognized. Before the
experiment, each participant was instructed to control the volume
of headset for listening clearly to CAPTCHA sounds. We notified
the participants that they will hear some numbers, and asked them
to only write down the answers they can clearly recognize. Similar
to current audio CAPTCHAs, participants were allowed to play the
testing sounds multiple times.
Deep Speech was used for evaluating the attack performance. A
CHAPTCHA sound was generated with 5 spoken numbers with
silence between each number. To improve the performance of machine recognition, Deep Speech results were finally mapped to a
phonetically similar number, similar to the process of unCaptcha [1].
For example, the result “boor” is mapped to “four” and “ix” is
mapped to “six”.

3.2

CONCLUSION AND FUTURE WORK
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Results

Human performance: Because one machine-only sound is included in a CAPTCHA challenge, all participants except one correctly answered 4 numbers in all given CAPTCHA challenges. Only
6 https://github.com/carlini/audio_adversarial_examples
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