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Abstract—The rapid proliferation of software vulnerabilities
has created an urgent need for intelligent, automated methods
to detect and mitigate security flaws at scale. Traditional vul-
nerability analysis depends heavily on manual inspection and
domain-specific expertise, which are increasingly inadequate in
the era of generative AI–driven code development. This research
proposes an AI-based automated vulnerability detection and
secure code generation framework that leverages multi-modal
datasets, including source code and binaries, to achieve end-to-
end automation across the vulnerability lifecycle: detection, patch
generation, and validation. The system integrates explainable
AI (XAI)–based vulnerability cause analysis, generative patch
synthesis, system-level defensive code generation, Rust-based
memory safety transformation, and differential privacy mech-
anisms for model confidentiality. Developed through a Korea-
U.S. joint research initiative, this project aims to establish an
internationally deployable platform for trustworthy and privacy-
preserving AI-driven software security. The proposed research
contributes both foundational methods and operational tools
toward self-healing, explainable, and secure-by-design software
ecosystems.

Index Terms—AI security, vulnerability detection, secure code
generation, large language models, explainable AI

I. INTRODUCTION

The software ecosystem has witnessed a surge in vulnera-
bilities, publicly reported CVEs numbered well over 29, 000 in
2023 [1], posing serious risks to global digital infrastructures.
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Attack campaigns from state-sponsored and other advanced
groups (for example, the North Korean Lazarus Group exploit-
ing CVE-2023-42793, and the financially-motivated TA505)
continue to exploit such vulnerabilities with significant so-
phistication [2], [3]. As conventional defense approaches rely
on manual code review, symbolic execution, and heuristic-
based static analysis, they are insufficient to meet the speed
and complexity of modern cyber threats – especially in envi-
ronments where AI-generated code itself may introduce novel
attack surfaces.

The emergence of large language models (LLMs) has revo-
lutionized software development by enabling AI-assisted code
generation. However, these systems often produce insecure
code snippets, such as weak cryptographic implementations
or unsanitary input handling, thus amplifying the risk of
the software rather than mitigating it [4]. As highlighted in
recent research and industry analyzes, even advanced AI-
assistants (like GitHub Copilot and Amazon CodeWhisperer)
may overlook secure-coding guidelines.

A. Research Gap and Challenges

Existing vulnerability-detection techniques predominantly
operate on single-modality data (e.g., source code only) and
lack interpretability. Generative-AI-based patching research re-
mains at an early stage, with limited ability to verify or certify
the security of generated code. Furthermore, the deployment
of such models introduces privacy concerns: training data
may leak sensitive code segments or intellectual property via
model-inversion and data-extraction attacks on LLMs [5].



Addressing these challenges requires a holistic integra-
tion of multi-modal reasoning, explainable diagnostics, and
confidential AI-training methods into a unified automation
framework.

B. Research Objectives and Scope

This project introduces a multi-stage research framework
titled “AI-Based Automated Vulnerability Detection and Se-
cure Code Generation.” The research encompasses four key
objectives:
AI-based Vulnerability Detection and Analysis. Develop-
ment of XAI-driven models capable of identifying root causes
of vulnerabilities across heterogeneous code bases, combining
program-graph analysis with human-centric reasoning data.
Generative AI for Secure Code Synthesis. Creation of spe-
cialized fine-tuned generative models for vulnerability patch-
ing, defensive code generation, and automated translation to
memory-safe Rust implementations.
Privacy-preserving Learning for Secure Deployment. In-
tegration of differential privacy and adversarial-robustness
mechanisms to ensure confidentiality of training datasets and
prevent leakage during inference.
Automated Data Collection and Orchestration. Construc-
tion of a reinforcement-learning-based orchestration engine
that automates the end-to-end data pipeline – from vulnera-
bility discovery to patch validation and model retraining.

The collaborative implementation between Korea University
and the Arizona State University’s CTF Center (led by Prof.
Gail-Joon Ahn) aims to produce a fully automated platform
supporting DARPA-grade cyber-reasoning capabilities while
aligning with national AI safety and defense objectives.

II. RELATED WORK

A. Source Code Vulnerability Detection

The goal of source code vulnerability detection is to identify
code segments containing security weaknesses exploitable
by attackers. This task is typically divided into static and
dynamic analysis [6]. Dynamic analysis examines program
behavior during execution, whereas static analysis inspects
source code without running it. Because static analysis can
detect vulnerabilities early in the development lifecycle and
requires fewer computational resources, it is widely preferred
for large-scale vulnerability screening.

Traditional static analyzers rely on rule-based techniques
such as signature matching and handcrafted policies [7]. Al-
though interpretable and precise when a pattern matches, these
approaches suffer from several limitations [8]: (i) high false-
positive rates in complex real-world projects, (ii) dependence
on human experts, introducing subjectivity and inconsistency
in rule design, and (iii) brittleness to coding style and API
evolution, which makes rule maintenance costly.

To overcome these drawbacks, recent studies have proposed
AI-based vulnerability detection approaches leveraging deep
learning models to complement or replace traditional rule-
based detectors [9]–[12]. Recent LLM-based approaches fur-
ther showcase the potential of transformer architectures in
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Fig. 1. Comparison between existing semi-automated, single-modal work-
flows (Panel A) and the envisioned fully automated, multi-modal AI-driven
system (Panel B), which unifies vulnerability detection, repair, and verification
into a continuous, self-improving pipeline.

detecting security flaws beyond traditional deep learning meth-
ods [13]. These models learn multi-level representations of
source code—capturing syntactic structures, semantic depen-
dencies, and contextual embeddings—to identify complex vul-
nerability patterns. By leveraging such learned representations
beyond handcrafted rules, they generalize more effectively and
achieve superior performance on benchmark datasets [11].

Despite these promising advances, most methods still fo-
cus solely on source code or its structural representations
(e.g., data-flow and dependency graphs) [11], overlooking
execution- and compilation-level artifacts that expose vulnera-
bilities beyond the source layer. In practice, many flaws man-
ifest only after compilation or optimization, making binary-
level vulnerability detection an essential complement for iden-
tifying issues such as memory corruption, unsafe linking,
or compiler-induced inconsistencies. Beyond these technical
constraints, existing approaches also neglect human-centric
contextual data that reflect developers’ intent and software
evolution—such as commit histories and issue discussions.
Without this cross-layer and human-informed context, models
struggle to capture vulnerabilities arising from configuration
errors, dependency mismanagement, or runtime-specific be-
haviors. Furthermore, deep learning–based detectors often lack
interpretability and provide limited insight into why a code
fragment is deemed vulnerable, which hinders their practical
adoption by security analysts.



B. Automated Vulnerability Repair

Automated Vulnerability Repair (AVR) is the task of au-
tomatically generating security-critical patches that remove
or mitigate exploitable flaws while preserving the intended
functionality and minimizing regressions. AVR workflows
are typically composed of three main stages: vulnerability
localization, patch generation, and patch validation [14].

Patch-generation techniques span search-based and synthe-
sis/template approaches, program transformation strategies,
and learning-based methods that leverage pre-trained code
models to propose candidate repairs. Recent trends increas-
ingly integrate large language models (LLMs) that leverage
their reasoning capability to generate patches from natural-
language prompts and iteratively refine them based on valida-
tion feedback to improve patch correctness and security [14],
[15]. Empirical studies further show that reasoning prompts
and feedback-driven iteration can substantially improve patch
quality for security-relevant fixes [15].

Despite these advances, current AVR systems remain narrow
in scope and limited in automation. Most operate within a
code-only context, lacking the capability to autonomously
gather and correlate human- and system-level evidence—such
as binary artifacts, developer commits, issue discussions, run-
time traces, and test cases—that connect development intent
with runtime behavior. Without such contextual reasoning,
AVR pipelines fail to generalize across projects or infer the
causal pathways that link coding decisions to manifested
vulnerabilities. Furthermore, despite notable progress in deep
learning–based vulnerability detectors, system-level integra-
tion of detection, repair, and verification modules remains
largely unexplored, leaving the stages loosely coupled and
heavily dependent on manual intervention.
Challenges and Key Design Considerations. Current ap-
proaches to AI-based source code vulnerability detection and
automated vulnerability repair still fall short of full automa-
tion, relying on manual oversight, limited transparency, and
an excessive dependence on source code while underutilizing
multi-modal information such as binary artifacts, developer
commits, and issue reports that provide complementary se-
mantic and contextual signals beyond the code itself. These
limitations hinder scalability and responsiveness in large-
scale, real-world environments that are rapidly evolving in
the era of generative AI–driven software development. To
address these challenges, it is essential to develop fully au-
tomated, multi-modal, and explainable frameworks that can
autonomously execute the end-to-end pipeline—from data
collection and vulnerability detection to patch generation and
verification—while continuously adapting to emerging vulner-
abilities with minimal human intervention.

Fig. 1 shows the current landscape in panel (A), where
vulnerability detection and repair remain fragmented, semi-
automated, and limited to single-modal (source-code-only)
analysis. In contrast, panel (B) envisions our target state as
a unified, fully automated, multi-modal AI-driven system.

III. FRAMEWORK

We propose a novel LLM-based framework for automated
vulnerability detection and safety-aware secure code genera-
tion, which leverages not only source code but also diverse
security-related artifacts (e.g., binary artifacts, issue reports,
commit logs, and vulnerability descriptions) while operating
entirely without human intervention.

The framework consists of three tightly integrated phases:
(1) Vulnerability detection and analysis, powered by explain-
able AI (XAI)–based root-cause attribution, which not only
identifies suspicious code regions but also provides token-,
line-, and region-level (i.e., code-block–level) explanations of
why the code is considered vulnerable; (2) Safe and secure
code generation, which encompasses automated patching,
system-level defense synthesis, Rust-based code translation,
and verification; and (3) Orchestration and automation, which
enables end-to-end coordination, monitoring, data collection,
and continual learning–based updates to keep all constituent
models and underlying data continuously up to date.

Fig. 2 illustrates the overall architecture of the proposed
framework.

A. Vulnerability Detection and Analysis

1) Code Representation for Vulnerability Analysis: Large
language models (LLMs) based on the transformer architec-
ture [16] operate on token-level numerical inputs. Thus, source
code must be tokenized and converted into embeddings (vector
representations) that capture not only lexical features but also
deeper syntactic, semantic, and contextual dependencies.

To meet this requirement, we design a hybrid embedding
architecture that fuses pretrained code models with graph
neural networks. Specifically, we employ code embedding
models such as CodeBERT [17], a transformer-based language
model pretrained on large-scale bimodal corpora of source
code and natural language (e.g., GitHub repositories and docu-
mentation), to tokenize and vectorize the source code, thereby
providing strong lexical and syntactic priors. In parallel, we
incorporate graph-enhanced code representation models such
as GraphCodeBERT [18], which extend transformer-based
encoders with mechanisms to capture structural dependencies,
enriching the model’s understanding of program structure. The
structural information itself (e.g., abstract syntax tree (AST),
control-flow graph (CFG), and enriched program dependency
graph (ePDG) [11]) is explicitly constructed by our analysis
pipeline and provided as relational input to the model encoder.
The resulting code-structure-aware embeddings jointly capture
fine-grained token semantics and high-level program structure.

2) Multi-modal Evidence Integration: While the code em-
beddings produced by pretrained code and graph-augmented
embedding models (e.g., CodeBERT [17], GraphCode-
BERT [18]) capture the internal semantics and structural
dependencies of source code, relying solely on these repre-
sentations is often insufficient for comprehensive vulnerability
detection. Certain classes of vulnerabilities are context depen-
dent and only manifest under specific development histories,
configuration states, or runtime conditions [19], [20].
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Fig. 2. The schematic of our proposed framework.

To address this limitation, our framework integrates human-
and system-centric evidence (e.g., binary artifacts, commit
histories, issue reports, and CVE descriptions) to enrich code-
level representations with contextual cues. Each code fragment
is automatically linked to its relevant external artifacts, from
which separate artifact embeddings are derived. The resulting
code and artifact embeddings are then fused into unified
multi-modal representations that jointly encode code semantics
and contextual evidence, enabling more comprehensive and
context-aware vulnerability reasoning.

3) Vulnerability Detection: Building upon these multi-
modal embeddings, our vulnerability detector identifies poten-
tially vulnerable code segments. The detector is implemented
as an LLM-based classifier fine-tuned on labeled vulnerability
datasets, which models pθ(y = vulnerable | hmulti(x)), where
hmulti(x) denotes the fused multi-modal representation of code
x, and θ represents the learnable parameters of the detector.
The output pθ provides the estimated probability that a given
code fragment is vulnerable.

4) Analysis of Detection Causes: To make vulnerability
detection interpretable, our framework incorporates an explain-
able AI (XAI) component that analyzes the underlying causes
of each detected vulnerability. Rather than returning only a
binary decision (vulnerable or safe), the XAI module computes
the contribution of individual tokens, lines, and regions to the
model’s prediction—quantifying which parts of the input code
most strongly influence the vulnerability classification.

Specifically, this module employs attribution-based tech-
niques [21], [22] to quantify the contribution of each modal
feature (e.g., code tokens, binary patterns, and textual artifacts)
to the model’s vulnerability prediction. The resulting attribu-
tion scores are visualized as heatmaps that highlight the most
influential regions across modalities, providing detailed expla-
nations of why the model considered the code vulnerable. To

make these insights actionable, the framework further utilizes
the attribution maps to present explanations and suggest repair
directions tailored to each developer’s specific code context.

B. Safe and Secure Code Generation

1) Patch Generation: Once vulnerable code segments are
identified, the patch generation component automatically syn-
thesizes corresponding repairs. Our approach advances the
LLM-driven AVR paradigm [14] by conditioning generation
on multiple complementary signals drawn from vulnerability
detection, XAI-derived explanations, and multi-modal contex-
tual information. These complementary cues guide the model
to focus its reasoning and editing behavior on semantically
relevant regions, minimizing hallucinated or functionally ir-
relevant changes.

Patch synthesis proceeds through a multi-stage process that
first leverages the LLM’s reasoning ability to comprehend the
underlying vulnerability and then generates candidate repairs
accordingly. In particular, multi-modal contextual cues and
XAI-derived attributions help the model infer root causes,
exploit conditions, and intended repair objectives. Based on
this understanding, the system performs in-context prompt-
ing, providing the LLM with compact exemplars of vulnera-
ble–fixed code pairs enriched with XAI-derived explanations
that localize the intended edit scope, through which the model
produces candidate patches. This process allows the model
to synthesize patches that are semantically consistent and
functionally aligned with the identified vulnerability context.

2) System-level Defense Code Generation: Beyond local
patch synthesis, our framework also generates and, when
necessary, automatically injects system-level defense code to
secure the broader software environment against recurring or
systemic vulnerabilities. Specifically, this module targets two
primary security tasks: (i) preserving memory safety through



spatial and temporal protection mechanisms such as bounds
checking; and (ii) enforcing privilege separation via kernel-
level isolation and process credential management.

To achieve these goals, the framework prompts the LLM
with security task-specific instructions tailored for memory-
safety preservation and privilege-separation enforcement.
Guided by these prompts and contextual cues from detected
vulnerabilities and validated patches, the LLM generates
system-level countermeasures that generalize across similar
attack surfaces and strengthen overall code security.

3) Rust-based Code Translation: Unlike languages such
as C and C++, Rust is a memory-safe systems language
that enforces strict ownership, lifetime, and type-safety rules
at compile time, effectively eliminating common sources of
vulnerabilities such as buffer overflows, dangling pointers, and
data races [23]. Accordingly, the Rust translation component is
designed to convert existing code into Rust to enhance security
while preserving functionality and structural dependencies.

To accomplish this, we fine-tune a pretrained LLM using
prompt templates specialized for code translation tasks. These
prompt templates are carefully crafted to emphasize safety-
critical semantics—such as pointer ownership, memory allo-
cation, and concurrency synchronization—enabling the LLM
to generate idiomatic Rust code that faithfully replicates the
original program’s behavior while eliminating unsafe patterns.

Because large-scale codebases often exceed the input con-
text length of current LLMs, we employ a LangChain-based
transformation pipeline [24] that preserves global program
context across segmented translation units. The system per-
forms dependency-aware clustering of source files and func-
tions using static program analyses to construct semantically
coherent transformation units. Each unit is incrementally
converted while retaining metadata describing inter-unit de-
pendencies (e.g., variable scopes, function calls, and linker
relationships). This metadata is embedded and passed through
a LangChain controller, which maintains continuity and con-
sistency of variable bindings, types, and ownership semantics
throughout the transformation process.

4) Code Verification: The code verification component
serves as a unified evaluation and feedback engine for all AI-
generated code, encompassing patch generation, system-level
defense implementation, and Rust translation. It ensures both
functional correctness and security soundness by validating
code through static analysis, directed fuzzing, cross-language
interface testing, and policy compliance checks, while pro-
viding structured feedback for the continual improvement of
generation models.
Verification Targets and Strategy. Instead of exhaustively
testing entire codebases, the verifier focuses on regions that
are most likely to contain or be affected by vulnerabilities
introduced during generation. Static and graph-based analy-
ses first locate these high-impact regions—such as modified
functions, security-critical code blocks, and cross-language
interfaces. Guided by these analyses and XAI-derived expla-
nations, directed fuzzing generates targeted inputs that stress
vulnerability-prone paths with high coverage. During execu-

tion, runtime feedback such as sanitizer reports and coverage
metrics is collected and used to iteratively refine the test inputs
and improve the robustness of subsequent verification rounds.
Policy Compliance and Sanitization. Beyond functional
correctness, the verifier detects policy violations (e.g., insecure
API usage or missing access checks) using LLM-assisted
reasoning and chain-of-thought justification. For confirmed
violations, it automatically synthesizes and inserts sanitization
code—such as input validation or credential checks—while
balancing security gain against performance overhead.

Concretely, when a policy violation is detected, the system
prompts the LLM with the violating code region and a
brief natural-language description (e.g., “unvalidated pointer
dereference”). The model then synthesizes a minimal sanitizer
snippet that enforces the required check, which is inserted in
place and immediately re-verified.
Continuous Feedback and Refinement. Verification out-
comes, including fuzzing coverage and sanitizer results, are
organized into structured feedback artifacts. Negative results
(failed patches, ineffective defenses, or unsafe translations)
are propagated to corresponding modules to guide prompt
tuning, model updates, and rule refinement. Each component,
including patch generation, system-level defense generation,
and Rust-based code translation, refines its behavior based
on these feedback signals to correct prior errors. This closed
feedback loop ensures that every generation cycle improves
code synthesis precision and produces verified, deployable
code that meets security and functionality requirements.

C. Orchestration and Automation

This phase serves as the control layer that integrates and
coordinates the preceding modules into a unified, continuously
operating pipeline. At its core lies the orchestrator, which
coordinates modules, manages data, and adaptively allocates
tasks to ensure that detection results, generated patches, and
verification outcomes flow efficiently through the system.
Reinforcement-Learning–Driven Orchestration. Rather
than acting as a static scheduler, the orchestrator is modeled
as a policy agent that dynamically allocates analysis and
verification effort across modules. It observes key pipeline
signals—such as detector confidence, sanitizer alerts, fuzzing
coverage, and patch success rates—and learns a policy that
prioritizes which vulnerabilities to escalate for patching, fuzz
testing, or Rust translation. This process is implemented
as a reinforcement-learning loop whose reward reflects
downstream verification quality and patch acceptance.
Continual Learning and Incremental Updating. The or-
chestrator maintains a continual learning loop in which new
evidence—newly discovered vulnerabilities, failed patches,
sanitizer violations, and successful fixes—is appended to a
curated high-quality dataset. Rather than retraining all modules
from scratch, fine-tuning is performed incrementally on the
most drifted submodules.
Privacy-Preserving and Secure Deployment. To ensure
privacy-preserving and secure deployment, the orchestrator



applies safe AI modeling principles that enforce privacy-
aware data handling and training. All collected data are
processed through anonymization and access-controlled layers.
In addition, model training and continual-learning updates
are performed under differential privacy guarantees [25] to
prevent the leakage of sensitive information, ensuring that the
framework remains secure and compliant even in large-scale
or collaborative environments.

By unifying all components under a fully integrated and
privacy-aware orchestration layer, the system enables continu-
ous, self-improving, and securely deployable operation in real-
world settings.

IV. CONCLUSION

This paper presented an integrated research effort toward
AI-driven vulnerability detection and secure code generation.
By uniting explainable AI, generative patching, and privacy-
preserving learning, the framework lays the groundwork for
self-improving software security. The Korea–U.S. team is
developing four deliverables: (1) an AI vulnerability analysis
engine, (2) a generative patch and defense code generator,
(3) a security verification suite, and (4) a fully automated
orchestration platform.

Our collaborative research (e.g., [15], [22], [26]–[31]) has
introduced methodologies surpassing prior benchmarks in vul-
nerability detection and LLM-based patch generation, ulti-
mately advancing secure, explainable, and autonomous AI that
shifts cybersecurity from reactive protection to proactive, self-
healing defense.
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