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Abstract. Vulnerability detectors based on language models (LMs)
show promise, but their robustness under adversarial conditions remains
underexplored. Specifically, prior evaluations often lack diverse adversar-
ial attack strategies and sophisticated perturbation implementations. To
address this, we present AdvCodeGen, a black-box adversarial framework
that leverages a large language model (LLM) to systematically evaluate
the robustness of various LM-based vulnerability detectors. Unlike purely
Abstract syntax tree (AST)-based rule transformations, AdvCodeGen uti-
lizes an LLM to not only implement 19 effective code perturbation rules
but also to generate more diverse and syntactically varied adversar-
ial examples while preserving functionality. We evaluated AdvCodeGen
against six state-of-the-art LMs (CodeT5, CodeBERT, GraphCode-
BERT, UnixCoder, StarCoder2, and CodeGen2.5) on the BigVul and
Devign datasets. AdvCodeGen achieves attack success rates (ASR) up to
81.5% (BigVul/StarCoder2) and 60.3% (Devign/CodeGen2.5), signifi-
cantly outperforming existing token-level adversarial methods (ALERT,
CARROT, CODA, and AACEGEN) that typically achieve less than 40%
ASR. Compared to naive LLM baselines, AdvCodeGen delivers 15-30%
higher ASR while maintaining 97.19% compile success and 91.88% unit
test success rates. These results demonstrate that rule-guided LLM code
generation enables broader structural and lexical diversity, leading to
more targeted and effective adversarial transformations. Our work pro-
vides a robust approach to evaluating and ultimately enhancing the secu-
rity of LM-based vulnerability detectors.

Keywords: Vulnerability Detection - Adversarial Code Examples -
Large Language Models

1 Introduction

Software vulnerability detection has been a critical topic in software security as
exploited code vulnerabilities can lead to unauthorized access, data breaches, and
system disruptions [34]. With the integration of Large Language Model (LLM)-
based tools [24] such as GitHub Copilot [15], Amazon CodeWhisperer [2], and
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ChatGPT [37] into software development workflows, the importance of proac-
tively detecting code vulnerabilities has become even more pronounced.

Traditional static analysis tools, particularly rule-based methods [16,40],
have been widely used to detect vulnerabilities in source code. However, they
often struggle to handle vulnerabilities in complex code, especially those involv-
ing intricate control flows, cross-functional data dependencies, or subtle seman-
tic conditions, achieving only around 50% recall with false positive rates as
high as 63% [18]. To address these shortcomings, machine learning-driven tech-
niques [13,22,51] have attracted increasing attention, with language models
(LM) [12,19,21,31,35,41,44] emerging as promising alternatives. By learning
rich code representations, LMs enable more accurate and flexible detection of
vulnerabilities compared to rule-based methods.

Despite these advances, LM-based detectors themselves remain vulnerable to
adversarial attacks [17], where carefully crafted yet functionally equivalent code
modifications lead to misclassification [46]. Such adversarial perturbations can be
weaponized by attackers to stealthily insert exploitable code into otherwise legiti-
mate software, bypassing automated defenses. Prior work has explored perturba-
tion strategies at the token level [23,25,42,46,50] and statement level [29,30,39].
Token-level approaches primarily focus on lexical modifications such as identi-
fier renaming, while statement-level methods involve structural changes like dead
code insertion. However, these methods often rely on a limited set of predefined,
rule-based transformations. This deterministic nature results in perturbations
that lack the diversity and subtlety of realistic code variations, limiting their
effectiveness for comprehensive robustness evaluations.

In contrast, LLM-based transformations can leverage a deeper understanding
of code semantics and structure, enabling the generation of natural and diverse
adversarial examples that extend beyond simple lexical substitutions to incorpo-
rate more complex structural variations. We propose AdvCodeGen, a framework
for automatically generating and validating adversarial code examples designed
to systematically evaluate the robustness of vulnerability detectors by discover-
ing effective bypasses. The workflow of AdvCodeGen consists of two main stages:
adversarial code generation and validation.

Our comprehensive evaluation on six state-of-the-art vulnerability detection
models over BigVul [11] and Devign [51] shows that AdvCodeGen achieves attack
success rates of up to 81.5% and 60.3%, respectively. This performance sub-
stantially exceeds that of token-level baselines, which typically yield an ASR of
less than 40% [29,42,46,49]. The analysis further reveals that control-statement
modifications and code-depth increases are particularly effective, whereas Graph-
CodeBERT [20] exhibits comparatively stronger robustness across these trans-
formation categories.

This paper makes the following contributions:

— We propose an LLM-based adversarial code generation framework,
AdvCodeGen, which leverages LLM to systematically evaluate the robustness
of vulnerability detectors.

— We conduct a comprehensive robustness evaluation of six state-of-the-art vul-
nerability detectors on two benchmark datasets using AdvCodeGen, revealing
significant vulnerabilities in existing approaches.
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— We provide a detailed analysis of effective attack vectors, revealing that
control-statement modifications and code-depth increases are particularly
successful perturbation strategies, and identify GraphCodeBERT as a com-
paratively more robust model.

2 Threat Model

Following prior work in adversarial code analysis [25], we evaluate the robust-
ness of LM-based vulnerability detectors by generating adversarial examples.
Our threat model is defined in terms of the adversary’s goal, knowledge, and
capabilities, aligned with standard adversarial ML [38].

Adversary’s Goal. Let S2" denote a source code sample containing a vul-
nerability, and let S2% represent its adversarially perturbed counterpart. The
adversary’s objective is to induce misclassification in a vulnerability detector
f(), such that f(S2™9) = true while f(S34") = false. In this setting, the vulner-
ability remains present in S yet the detector fails to identify it. This formula-
tion captures the essence of adversarial evasion: seemingly minor or structurally
benign modifications to the input can significantly degrade detection accuracy.

Adversary’s Knowledge and Capabilities. We assume a black-box threat
model in which the adversary has no access to the internal parameters, gradient
information, or training data of the target model. The adversary is restricted to
querying the detector with arbitrary source code and observing the correspond-
ing outputs, which may consist of either binary labels (e.g., vulnerable vs.
benign). This assumption reflects realistic deployment scenarios, as commercial
vulnerability detection tools are frequently deployed as proprietary services or
integrated components with limited public interfaces. Despite these constraints,
black-box adversaries retain sufficient leverage to craft effective perturbations
through iterative querying, highlighting the feasibility of such attacks under
practical conditions.

Evaluation Scenarios. To illustrate the relevance of this threat model, we
consider two representative attack scenarios. First, in developer reuse poisoning,
adversaries inject adversarially perturbed yet still vulnerable code snippets into
public repositories. Automated vulnerability detectors may incorrectly classify
these snippets as benign, thereby facilitating the inadvertent adoption of insecure
code by developers [8]. This scenario underscores the potential for adversarial
perturbations to propagate vulnerabilities through common code reuse practices.

Second, in audit evasion during software packaging, adversaries seek to bypass
automated security checks performed by distribution platforms such as npm or
PyPI [36]. These audits are designed to identify vulnerable or malicious pack-
ages before they reach end users. However, adversarial perturbations may enable
unsafe packages to evade detection, undermining ecosystem-level defenses and
exacerbating software supply chain risks.
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Adversarial Code Generation (Section 2-1)
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Fig. 1. Overview of AdvCodeGen, our framework for generating and validating adver-
sarial code examples.

3 System Design

We provide an overview of the AdvCodeGen pipeline in Fig. 1, following the termi-
nology and structure used in the paper. AdvCodeGen provides an end-to-end sys-
tem which allows it to systematically generate and validate high-quality adver-
sarial code examples while maintaining behavioral equivalence and providing a
rigorous robustness evaluation of modern vulnerability detection models.

Adversarial Code Generation. We first define a suite of code-perturbation
rules based on programming language syntax and common refactoring patterns
known in the software engineering field. These rules target control-flow con-
structs, identifiers and types, and operators, enabling a wide range of trans-
formations. Then, for a given vulnerable input program, a code-structure ana-
lyzer parses the input source into an Abstract Syntax Tree (AST) and identi-
fies applicable transformation targets. The selected rules are encoded into code-
perturbation prompts and executed by large language models (LLMs) to produce
adversarial code variants. Note that as a part of the code generation prompt,
we instruct the LLMs to generate syntactically valid, semantics-preserving code
(Sect. 3.1).

Code Validation. After the code generation, AdvCodeGen performs code valida-
tion (Sect. 3.2). A code validator checks the syntactic and semantic correctness
of code to ensure its compilability and conformance to the language. To this end,
successfully validated adversarial code examples are then evaluated against the
target LM-based vulnerability detectors to check whether the evasion is achieved
or not.
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Table 1. 19 code-perturbations used in AdvCodeGen, grouped by transformation cate-
gory (Control Statement, Code Depth, Identifier & Type, Operator). Each row shows
an original code snippet and its semantics-preserving transformation.

Transformation Original Code Transformed Code

C; If-to-Switch if (C1) A1; else A2; switch (C1) { case 1: Al; break;
é default: A2; }
g Ca Switch-to-If switch (C1) { case 1: Al; break; if (C1) Al; else A2;
§ default: A2; }
f Cs Ternary-to-If v=cond ? a: b; if (cond) { v=a; } else{ v=b; }
E C4 Goto Remove if(c) goto L1; ... L1: return x; if(c) { return x; } ...
05 C5 For-to-While for (i=0; i<n; i++) foo(); i=0; while(i<n) { foo(); i++; }

Cg While-to-For i=0; while (i<n) { foo(); i++; } for (i=0; i<n; i++) foo();

D, If Depth if (c) { foo(); 2} if(c) { if(1) { foo(Q); 3} 3
7—2 Dy Switch Depth switch (x) {case 1: foo();3} switch (x) {case 0:; case 1: foo();}
8 D3 While Depth while (c¢) { foo(); } while (1) { while(c) { foo(); 3
g break; }
8 D4 For Depth for (...) { foo(Q); 3} for (...) { for (...) { foo(Q; 1}

break; }

é IT: Renaming(M) int x; int varl;
& IT; Renaming(L) int buf; int handleCompressedAudioBuffer;
°§ IT) Renaming(S)  charx file; char* secure_file;
% ITy Temp Var return x + y; int tmp = x + y; return tmp;
é IT3 Type Norm char x = 0; int8_t x = 0;
= IT, Struct Wrap int x, y; struct { int x; int y; } s;
5 O; Bracket Insert x +y % z (x + (y * 2))
§ O3 Reordering X+y*xz zZ *xy + X
2 0s Decomposition if ((x +y) * z > t) tmpl = x + y; tmp2 = z; if (tmpl *
© tmp2 > t)

Oy Scaling if (x +y>2) if ((x *x 2.0 % 0.5) +y >z * 2.0 *

9.5)
O5 Arrow-to-Dot ptr->x = 1; (*ptr).x = 1;

If a candidate fails validation or remains detectable, the framework iteratively
applies alternative perturbations until a configurable retry limit is reached.

3.1 Adversarial Code Generation

Perturbation Method. We define a suite of 19 code-perturbation rules orga-
nized into four categories that match the surface forms emphasized by modern
LM-based vulnerability detectors: (i) Control-statement Transformations, (ii)
Code-depth Transformations, (iii) Identifier & Type Transformations, and (iv)
Operator Transformations.

Each category targets distinct syntactic or semantic aspects of a program,
enabling the generation of diverse adversarial code variants. Table 1 summarizes
all rules and illustrates their effects by showing representative original code and
its transformed counterpart, together with concise rule identifiers that are con-
sistently used throughout this paper.
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— Control-statement Transformations (C;—Cg). Six rules rewrite control-
flow constructs such as conditionals, loops, and jumps while preserving seman-
tics (for example, C; If-to-Switch and Cs For-to-While).

— Code-depth Transformations (D;—D4). Four rules artificially increase
nesting depth without changing functionality (for example, D; If Depth and
D3 While Depth).

— Identifier & Type Transformations (IT;—IT4). Four rules manipulate
identifiers or data types to add indirection or obfuscation (for example, IT;
Renaming in multiple granularities and IT4 Struct Wrap).

— Operator Transformations (O;—O05). Five rules adjust operator usage
while maintaining semantics (for example, Oy Reordering and Os Arrow-to-
Dot).

Perturbation Targets. Given an input vulnerable function, we parse the source
code into an abstract syntax tree (AST) to expose its syntactic structures, such
as control statements and identifier declarations, and determine which transfor-
mation rules are applicable.

For each identified code block (for example, a loop or predicate), AdvCodeGen
randomly selects one of the applicable rules to introduce natural variation across
generated samples. The selected rule is then instantiated as a structured prompt
that encodes both the syntactic context and the intended transformation and is
passed to an LLM, which outputs the transformed source code.

This process ensures that the rule identifiers and categories defined in Table 1
directly guide LLM-based code generation while maintaining syntactic correct-
ness and intended semantics.

Prompt Template

You are an expert in C/C++ code transformation, specializing in transformations while
preserving logical and functional equivalence.

Ensure that all existing unit tests continue to pass without modification
Transform the {TRANSFORMATION} conditionals in the following C code:
Original C code: {EXAMPLEL_CODE}

Transformation rules:
- Modify conditionals to be logically and functionally identical but structurally different.
- {TRANSFORMATION DESCRIPTION}

Return only the transformed C code without explanations or comments.

Perturbed Code:

Fig. 2. Prompt template with placeholders for rule name and example code, guiding
the model to produce a syntactically valid and behavior-preserving transformation.
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Prompt Design for LLM-based Code Transformation. Each transforma-
tion is encoded as a structured prompt tailored to guide the large language
model in generating syntactically valid and behaviorally equivalent variants of
the input code.

As illustrated in Fig.2, the template specifies: (1) a role specification that
frames the model as an expert C/C++ code transformer, (2) a functional con-
straint requiring all unit tests to continue to pass, and (3) a concrete transfor-
mation instruction indicating the perturbation rule to apply (e.g., “C'5: For-to-
While”). Placeholders such as {TRANSFORMATION} and {EXAMPLE_CODE} are pro-
grammatically filled for each rule and code snippet.

Code Generation. Given the prompt and input snippet, the LLM emits a
syntactically plausible, semantics-preserving variant. We may iterate the rule
application to accumulate multiple small transformations, provided intermediate
variants pass validation.

3.2 Code Validation

We verify syntactic correctness using Tree-sitter [4], which builds an AST and
flags anomalies via ERROR/MISSING nodes. Samples containing such nodes are
discarded or regenerated. Syntactically valid samples are then evaluated against
target detectors. If a variant remains detectable, AdvCodeGen attempts alterna-
tive rules or prompts up to a retry limit.

4 Evaluation

We conduct a comprehensive evaluation of AdvCodeGen to demonstrate its robust-
ness and practical value, carefully aligning our assessment with the core research
questions driving this work. Our evaluation goes beyond simply measuring attack
success rates—we rigorously validate that generated adversarial examples main-
tain functional correctness while exhibiting meaningful structural diversity. This
multi-faceted approach ensures that AdvCodeGen can serve as a reliable frame-
work for both evaluating and strengthening LM-based vulnerability detectors.

Our experimental design addresses five refined research questions, each cap-
turing essential requirements for an effective adversarial code generation frame-
work:

- RQ1 (Attack Effectiveness): How effectively does AdvCodeGen generate
adversarial code examples that evade state-of-the-art LM-based vulnerabil-
ity detectors? We compare attack success rates against strong token-level
and LLM-driven baselines to establish whether our perturbation strategy and
LLM prompting achieve reliable evasion performance.

— RQ2 (Perturbation Effectiveness): Which types of code perturbation
strategies are most effective at evading LM-based vulnerability detectors?
We evaluate attack success rates across different perturbation to assess which
transformations contribute most to evasion performance.
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- RQ3 (Semantic and Syntactic Integrity): Do transformed code samples
maintain both syntactic correctness and intended program behavior? We ver-
ify preservation through compilation checks and unit testing to ensure that
observed misclassifications result from genuine model weaknesses rather than
invalid or malformed code artifacts.

- RQ4 (Transformation Diversity): Does AdvCodeGen generate a broader
spectrum of structural and lexical variations compared to purely rule-based
methods? We measure code diversity to determine whether combining rule
guidance with LLM generation creates richer adversarial surfaces than deter-
ministic AST transformations alone.

- RQ5 (Model Robustness): How robust are LM-based vulnerability detec-
tors to adversarial transformations, and which architectural properties influ-
ence their resilience? We analyze detection outcomes across different model
architectures to identify key factors that contribute to or weaken robustness,
offering guidance for designing more secure vulnerability detectors.

Collectively addressing these research questions validates that AdvCodeGen
transcends the capability to break specific models. Instead, it systematically gen-
erates realistic, functionally correct, and structurally diverse adversarial exam-
ples that provide actionable insights for advancing vulnerability detection sys-
tems.

4.1 Experimental Setup

Datasets. We utilize two widely adopted vulnerability benchmark datasets:
BigVul [11] and Devign [51], both of which consist of function-level C/C++
code annotated with binary vulnerability labels. BigVul comprises automatically
extracted functions linked to real-world CVE reports from open-source reposito-
ries. Devign contains manually curated samples from four open-source projects
(e.g., FFmpeg, QEMU) with expert-verified vulnerability labels.

Prior work [9] has shown that these datasets contain substantial amounts
of reused or duplicated code. To ensure high-quality and fair evaluation, we
follow previous studies by measuring code similarity using GraphCodeBERT
embeddings [7,33]. Test samples with cosine similarity scores above 0.95 [1,43,45]
are excluded to prevent performance inflation and ensure unbiased comparisons.
Samples exceeding the 4,096-token LLM context limit are also discarded.

All models are fine-tuned on the full training set and evaluated on the filtered
test set. After applying these filtering steps, 862 unique vulnerable samples out
of the original 2,205 remain for final evaluation.

Target Models. We evaluate six state-of-the-art code models widely adopted
for vulnerability detection: deep code models CodeT5 [44], CodeBERT [12],
GraphCodeBERT [20], and UnixCoder [19], as well as large language models
StarCoder2 [31] and CodeGen2.5 [35]. To ensure a fair comparison, all models
are fine-tuned on the vulnerability detection task under consistent conditions.
The performance results of these fine-tuned models are presented in Table 2.
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Table 2. Performance of the LM-based vulnerability detectors.

Model Params|Dataset| Acc | F1 |Recall/Precision/Acc-vul
CT5 [44]| 60M BV 199.11/91.88/94.31| 89.57 | 88.82
DV 63.56|58.88/42.27| 57.73 | 57.73
CB [12] | 125M | BV (99.17/92.30/95.63| 89.19 | 88.63
DV 63.78/58.92/57.49 | 60.43 | 57.49
GCB [20]| 125M | BV (99.3442.28/39.72| 45.20 | 45.00
DV 60.36/65.85/83.19| 55.49 | 83.19
UC [19] | 1256M | BV 99.3193.59/96.76 | 90.62 | 89.95
DV |59.79/63.03|75.87| 53.91 | 75.87
CG [35] 2B BV 198.91189.74/85.40| 97.54 | 85.40
DV |52.60/57.72|70.44| 48.89 | 70.44
SC2 [31]| 3B BV 97.54|74.48 64.17| 88.73 | 64.17
DV |59.52|25.67/15.22| 81.97 | 32.86

Baseline. We compare our framework with two categories of baseline methods:
(1) Token-level baselines, that generate adversarial examples by modifying code
at the token level using predefined transformation rules, and (2) LLM-driven
baselines, that generate adversarial examples by leveraging large language mod-
els through prompting strategies.

Token-Level Baselines. We evaluate four established methods that generate
adversarial code examples for deep code models:

— ALERT |[46] applies identifier renaming transformations using greedy and
genetic algorithms.

— CARROT [49] performs identifier renaming and dead code injection with
hill-climbing optimization.

— CODA [42] applies identifier renaming and dead code insertion derived from
similar code samples.

— AACEGEN [29] leverages attention-based token importance to guide
renaming, grammatical, and structural transformations via greedy search.

LLM-Based Baselines. Since no prior work has explored LLM-based adver-
sarial code generation for vulnerability detection, we implement two LLM-driven
baselines:

— LLM.ive prompts LLM to generate transformed versions of given code with-
out specifying attack objectives.

— LLMgargeted prompts LLM to generate functionally equivalent code variants
with the explicit objective of evading vulnerability detectors.

Implementation Details. We implement AdvCodeGen in Python, utilizing Tree-
sitter [4] to extract code structures and identifiers. Our fine-tuning framework
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builds upon established benchmarks [6,9,32]. All models are fine-tuned with
a fixed learning rate of 2 x 1075. Models with fewer than 1B parameters are
trained for 10 epochs, while those exceeding 1B parameters are fine-tuned for
four epochs. Pretrained weights are obtained from Hugging Face.

Following AACEGEN [29,49], we set the maximum number of attack itera-
tions to m = 40, with up to n = 5 candidate substitutions generated per token
at each iteration for token-level adversarial code generation. Each baseline is
implemented using the official code released by the authors.

For LLM-based transformations, we apply four iterative transformation steps
(m=4), each step incrementally perturbs the input code. We adopt four steps
because the median number of perturbed tokens per code snippet after four
iterations is approximately 38, which aligns with the perturbation level achieved
by 40-step token-level baselines. We report the median rather than the mean, as
the distribution of perturbed token counts is non-normal and sensitive to outliers.
For the generation of AdvCodeGen, we default to GPT-4o-mini with temperature
0, leveraging its advanced language modeling capabilities. To ensure statistical
reliability, all experiments are repeated five times, and the average results are
reported to account for variability. Training is conducted on a single NVIDIA
H100 GPU (80GB) using CUDA 12.6.

4.2 RQ1: Attack Effectiveness

To evaluate the attack performance of our framework in generating adversarial
code examples for LM-based vulnerability detection models, we conduct a com-
parative analysis against two categories of baseline techniques. We compare the
attack success rate (ASR) of our framework with that of the baselines across six
target models and two datasets. The results are presented in Table 3 and Table 4.

Metric. ASR measures the proportion of vulnerable code samples misclassified
as benign after adversarial transformation.

Token-Level Baselines. As shown in Table3, we compare the ASR perfor-
mance of AdvCodeGen with four token-level adversarial attack baselines: ALERT,
CARROT, CODA, and AACEGEN. AdvCodeGen achieves the highest ASR across
most target models and datasets, demonstrating its effectiveness.

On average, across all models and datasets, AdvCodeGen achieves an ASR of
51.18%, significantly outperforming all token-level baselines: ALERT (16.09%),
CARROT (11.44%), CODA (16.64%), and AACEGEN (15.09%). This substan-
tial margin highlights the superior effectiveness of AdvCodeGen in generating
adversarial examples that successfully mislead diverse vulnerability detection
models.

A notable exception is observed with GraphCodeBERT (GCB), where
ALERT outperforms all other methods, including AdvCodeGen (52.07% wvs.
14.37% on BigVul, 40.02% vs. 36.30% on Devign). We hypothesize that this
is due to GCB’s reliance on graph-structured inputs derived from data flow and
ASTs, which enhances its robustness to structural perturbations while increas-
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Table 3. Comparison of ASR performance between AdvCodeGen and token-level base-
lines on six target models across two benchmark datasets.

Model Dataset ALERT|CARROT|CODA | AACEGEN|AdvCodeGen
CT5 BV 2.78% |2.35% 14.07% [4.19% 72.33%
DV 36.93% |33.19%  {29.43% (33.59% 44.16%
CB BV 2.54% |1.08% 13.46% [2.80% 67.82%
DV 22.22% 4.07% 29.75%|21.38% 29.15%
GCB BV 52.07%|14.28%  |35.51% (37.21% 14.37%
DV 40.02%23.53%  19.07% 12.46% 36.30%
UuC BV 2.82% |1.83% 10.24% |4.86% 72.09%
DV 14.41% 21.88%  |16.67% 20.00% 27.56%
SC2 BV 0.66% 0.00% 2.01% [1.98% 81.51%
DV 1.87% [8.40% 13.04% (19.13% 52.91%
CG2.5BV 1.25% 10.59% 6.21% 19.43% 65.92%
DV 15.29 %[25.27%  [10.21% 14.04% 60.25%
Average  16.09% [11.44%  |16.64% |15.09% 51.18%

ing its susceptibility to identifier-level changes. Since ALERT primarily targets
identifier renaming, it is particularly effective against this model.

Despite this exception, AdvCodeGen exhibits consistently strong performance
across different models and architectures, achieving particularly high ASRs on
modern LLM such as StarCoder2 (81.51% on BigVul) and demonstrating robust
effectiveness across diverse evaluation settings.

LLM-Driven Baselines. We compare the performance of AdvCodeGen against
two LLM-driven baselines, LLMaive and LLMargeted, as shown in Table 4.

Across all target models and datasets, AdvCodeGen consistently outper-
forms both baselines in terms of ASR. On average, AdvCodeGen achieves an
ASR of 51.18%, significantly outperforming LLMpaive (33.94%) and LLMargeted
(30.21%). This corresponds to approximately 1.51 times and 1.69 times higher
ASR compared to LLMyaive and LLMtargeted, respectively.

4.3 RQ2: Effectiveness of Perturbation Techniques

To assess the effectiveness of individual code perturbation techniques, each trans-
formation is applied independently and exactly once to the test code samples.
The outcomes are reported separately for the two datasets, as summarized
in Table5 and Table 6, which present the ASR achieved by each transforma-
tion. The application of a transformation rule is conditioned on the presence
of the corresponding syntactic construct in the input code. All perturbations
are applied in a single-step setting, ensuring that only one transformation is
introduced per sample to isolate its effect on model robustness.
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Table 4. Comparison of ASR performance between AdvCodeGen and LLM-driven base-
lines of six target models across two benchmark datasets.

Model Dataset LLMaive LLMtargeted AdvCodeGen
CT5 |BV 50.00% |41.72% 72.33%
DV 22.93% |24.88% 44.16%
CB |BV 48.40% |39.07% 67.82%
DV 2.90% 1.93% 18.88%
GCB BV 13.14% [11.43% 14.37%
DV 30.00% |30.00% 36.30%
UuC BV 49.27% 141.69% 72.09%
DV 9.57% 19.13% 27.56%
SC2 |BV 55.56% |46.76% 81.51%
DV 40.35% |47.37% 52.91%
CG2.5BV 49.69% |40.12% 65.92%
DV 28.45% |28.45% 60.25%
Average  33.94% [30.21% 51.18%

High Vulnerability to Structural Transformations. LM-based vulnera-
bility detectors trained on BigVul demonstrate high sensitivity to semantics-
preserving transformations. Control statement transformations (C;-Cg) achieve
the highest average ASR of 79.59%, with goto removal (C4) being particularly
effective at 100% ASR on multiple models. Code depth transformations (D;—
D5) yield an average ASR of 75.89%, indicating that models heavily rely on
structural patterns for vulnerability detection.

Effectiveness of Local Perturbations. Identifier and type transformations
show varying effectiveness, with an average ASR of 60.42% on BigVul. Tempo-
rary variable insertion (ITs) proves highly effective (77.50% average ASR), while
identifier renaming techniques (IT;) achieve moderate success (41.08%56.74%).
Among operator transformations, decomposition (Os) stands out with 82.21%
ASR, significantly outperforming other operator-level changes.

GraphCodeBERT’s Enhanced Robustness. GraphCodeBERT demon-
strates superior robustness across all transformation categories due to its use of
graph-structured representations. It achieves the lowest average ASRs: 17.76%
for control statements, 10.11% for code depth, 30.5% for identifier transforma-
tions, and 9.54% for operator transformations. However, it remains vulnerable
to specific techniques like renaming with semantic context (IT1, 59.43% ASR)
and decomposition (O3, 41.14% ASR).

Model-Specific Vulnerabilities. Modern LLM shows distinct vulnerability
patterns. StarCoder2 demonstrates high susceptibility to control flow changes
(79.18% average) and decomposition attacks (82.24%), while CodeGen2.5 shows
relatively balanced vulnerability across categories. Traditional models, such as
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Table 5. Evaluation performance of LM-based vulnerability detector on BigVul dataset
condition with code perturbation techniques.

Perturbation Type CodeT5 CodeBERT GCBERT UnixCoder StarCoder2 CodeGen2.5

g C;  If-to-Switch 79.03% 64.46% 18.17% 71.69% 74.21% 70.08%
E Cy  Switch-to-If 84.62% 62.70% 16.67% 79.31% 83.33% 79.17%
(;]E Cs Ternary-to-If 55.56% 64.00% 00.00% 61.54% 76.19% 69.57%
= C4 Goto Remove 100% 100% 33.33% 100% 87.50% 87.50%
‘5 Cs For-to-While 75.00% 65.09% 5.08% 71.43% 62.96% 70.00%
O C¢ While-to-For 83.33% 63.41% 33.33% 83.33% 90.91% 73.33%
Average 79.59% 69.64% 17.76% 77.88% 79.18% 74.94%

”«g D;  If Depth 69.66% 59.11% 13.86% 44.12% 79.47% 42.05%
5 D2 Switch Depth 84.62% 74.07% 9.68% 59.52% 58.33% 79.17%
£ Ds While Depth 77.78% 53.33% 6.10% 55.56% 66.67% 57.50%
Co) Dy For Depth 72.50% 64.29% 8.93% 59.52% 72.73% 60.00%
Average 75.89% 62.87% 10.11% 56.46% 70.88% 61.44%

& IT;Renaming(M) 56.74% 50.93% 41.14% 53.94% 46.42% 56.72%
£ IT, Renaming(L)  56.28%  50.37% 34.29% 56.25% 64.15% 49.50%
°§ IT; Renaming(S) 41.08% 59.43% 59.43% 40.49% 35.23% 41.08%
5}::: IT; Temp Var 77.50% 69.53% 17.95% 75.62% 77.17% 74.26%
g IT3 Type Norm 75.44% 69.39% 17.61% 73.34% 90.74% 69.75%
= IT4 Struct Wrap 51.78% 21.87% 23.24% 40.52% 100% 22.53%
Average 60.42% 52.12% 30.50% 57.24% 73.46% 51.42%

01 Bracket Insert 54.09% 49.64% 5.93% 52.11% 57.07% 52.21%

§ Oz Reordering 33.81% 30.36% 5.08% 32.39% 26.09% 30.15%
% O3 Decomposition — 82.21% 78.84% 16.95% 72.50% 82.24% 76.85%
O Oy Scaling 39.82% 35.09% 10.34% 37.72% 33.33% 34.55%
O5 Arrow-to-Dot 33.15% 29.40% 9.40% 31.04% 26.72% 30.09%
Average 48.62% 44.67% 9.54% 45.15% 45.09% 44.77%

CodeT5 and UnixCoder, exhibit consistently high ASRs across most transfor-
mation types, suggesting limited robustness to structural modifications.

Reduced Effectiveness on Devign Dataset. All models show significantly
lower ASRs when trained on Devign compared to BigVul. Control statement
transformations drop to 14.78% average ASR, and other categories show similar
reductions. This pattern suggests either enhanced model robustness on Devign
or potential issues with the underlying model performance that warrant further
investigation.

4.4 RQ3: Semantic and Syntactic Integrity

Effective adversarial code transformations must preserve both syntactic validity
and behavioral equivalence. While our framework incorporates validation mecha-
nisms during generation (Sect. 3.2), empirical evaluation of the final transformed
code quality is essential to demonstrate that our adversarial examples maintain
functional correctness and quantify the reliability of our transformation pipeline.

Our experimental datasets (BigVul and Devign) lack unit tests for compre-
hensive validation. To address this limitation, we conduct validation using the
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Table 6. Evaluation performance of LM-based vulnerability detector on Devign dataset
with code perturbation techniques.

Perturbation Type CodeT5 CodeBERT GCBERT UnixCoder StarCoder2 CodeGen2.5

;E) C;  If-to-Switch 16.86% 9.47% 5.74% 11.63% 25.00% 74.49%
QE) Cy  Switch-to-If 00.00% 10.00% 14.29% 16.67% 50.00% 33.33%
g C3 Ternary-to-If 11.11% 12.50% 6.67% 00.00% 00.00% 55.56%
= C4 Goto Remove 00.00% 00.00% 8.99% 12.50% 00.00% 40.00%
‘E Cs For-to-While 25.00% 23.81% 00.00% 20.00% 20.00% 52.62%
8 Ce While-to-For 35.71% 31.58% 20.00% 21.43% 16.67% 36.36%
Average 14.78% 14.56% 9.28% 9.28% 18.61% 49.39%

'«g D;  If Depth 44.04% 15.62% 13.33% 13.18% 80.89% 66.67%
é) D2 Switch Depth 45.45% 30.00% 10.00% 23.08% 50.00% 10.53%
£ Ds While Depth 28.57% 00.00% 40.00% 21.43% 16.67% 54.55%
8 D4 For Depth 25.00% 10.53% 13.33% 20.00% 40.00% 57.89%
Average 35.83% 12.54% 15.95% 18.32% 42.78% 43.17%

g IT; Renaming(M) 23.38% 23.50% 30.53% 22.32% 50.88% 16.32%
E4>} IT; Renaming(L) 20.14% 25.14% 11.50% 18.10% 3.51% 0.42%
°§ IT; Renaming(S) 14.75% 13.66% 37.61% 4.35% 43.86% 21.76%
g.ql:‘: ITy Temp Var 2.05% 28.04% 15.52% 7.63% 1.89% 0.80%
% IT; Type Norm  11.60%  16.77% 9.57% 11.73% 1.89% 1.84%
= IT,4 Struct Wrap 13.67% 31.89% 28.57% 11.31% 1.89% 0.00%
Average 12.44% 23.10% 20.55% 10.62% 1.84% 4.96%

O Bracket Insert 2.47% 14.46% 2.25% 0.00% 0.75% 7.06%

é Oz Reordering 0.85% 15.66% 8.99% 1.16% 1.89% 4.711%
g O3 Decomposition  0.85% 26.51% 15.73% 10.47% 5.00% 4.711%
8 Oy Scaling 0.00% 18.07% 14.61% 0.00% 0.00% 3.53%
O5 Arrow-to-Dot 23.78% 23.02% 45.00% 13.21% 0.00% 4.14%
Average 5.59% 19.54% 17.32% 4.97% 1.53% 4.83%

HumanEval-X benchmark [14], which provides function signatures, natural lan-
guage descriptions, reference implementations, and unit tests for 820 program-
ming problems across five languages. Focusing on the C+-+ subset, we select
160 out of 164 problems that pass both compilation and unit tests in their
original form. This evaluation assesses our multi-stage validation process under
controlled conditions with ground-truth specifications, measuring both syntactic
validity and behavioral equivalence of adversarial transformations.

We apply our transformation rules to these verified samples and rerun the
corresponding unit tests to validate their behavioral correctness. We evaluate
two key metrics:

— Unit Test Success Rate (UTSR) measures behavioral consistency, calcu-
lated as the ratio of unit tests passed by the transformed code to those passed
by the original implementation.

— Compile Success Rate (CSR) reflects syntactic validity, measured as the
percentage of transformed samples that compile without errors.
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Table 7. UTSR and CSR results for transformed code samples.

Metrics/Trans#1 Trans#2| Trans# 3| Trans#4
UTSR [160/160 [147/160 (145/160 149/160
CSR  |160/160 |157/160 [152/160 |153/160

Table 7 presents the behavioral and syntactic validation results of our
code transformation rules across four sequential transformation stages, where
Trans#k indicates applying k consecutive transformation steps.

Behavioral Equivalence. The results demonstrate strong behavioral preser-
vation across transformation stages. Trans#1 maintains perfect behavioral
equivalence (160/160 UTSR), indicating that single-step transformations pre-
serve program semantics completely. As transformation complexity increases,
UTSR shows a gradual decline: Trans#2 (147/160, 91.88%), Trans#3 (145/160,
90.63%), and Trans#4 (149/160, 93.13%). Despite multiple sequential modi-
fications, the framework maintains over 90% behavioral consistency across all
stages.

Syntactic Validity. Trans#1 achieves perfect compilation success (160/160),
while subsequent stages maintain high CSR: Trans#2 (157/160, 98.13%),
Trans#3 (152/160, 95.00%), and Trans#4 (153/160, 95.63%). The UTSR-CSR
gap ranges from 0% in Trans#1 to 2.5% in Trans#4.

Transformation Sequence Analysis. The transformation sequence reveals an
interesting pattern: performance initially declines from Trans#1 to Trans#3 but
partially recovers in Trans#4. Specifically, UTSR drops from 100% to 90.63%
(Trans#1 to Trans#3), then improves to 93.13% (Trans#4). Similarly, CSR
decreases from 100% to 95.00%, then slightly recovers to 95.63%. This suggests
that certain transformation combinations may interact constructively, compen-
sating for individual transformation limitations.

Overall, AdvCodeGen achieves an average UTSR of 91.88% and CSR of 97.19%
across all transformation stages, demonstrating effective generation of behav-
iorally consistent adversarial examples. While AdvCodeGen emphasizes behavior
preservation through rule design and prompt constraints, it does not guarantee
perfect semantic equivalence. Our empirical evaluation on HumanEval-X [14]
reveals a 91.88% UTSR, indicating that most transformations successfully main-
tain the intended functionality. Despite the inherent challenges in ensuring com-
plete semantic and syntactic preservation, our transformation methods maintain
high integrity, enabling the generation of effective adversarial code that remains
suitable for evaluating real-world vulnerability detection systems.
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Fig. 3. Boxplot summary of structural metrics comparing LLM-based and rule-based
code transformations. Each subplot shows the distribution of SLOC, CC, NToken, and
NParams, with effect size (§) and Mann-Whitney p-value annotated above.

4.5 RQ4: Transformation Diversity

To assess whether AdvCodeGen has the potential to generate more diverse code
than purely AST-based rewriting, we compared LLM-based and rule-based
transformations using the BigVul dataset and the StarCoder model, which
showed promising results in our earlier experiments (Table 3). For a fair baseline,
we re-implemented the same 19 transformation rules in an AST-driven fashion
and applied them to the same inputs. We then measured code diversity with the
Lizard [48] tool across four structural and lexical metrics: source lines of code
(SLOC), cyclomatic complexity (CC), number of tokens (NToken), and num-
ber of parameters (NParams). Because the resulting distributions deviate from
normality, we used the non-parametric Mann-Whitney U test and report both
p-values and effect sizes (0) to quantify differences.

As shown in Fig.3, LLM-based transformations tend to produce broader
distributions for SLOC and NToken, with statistically significant differences
(p < 0.05). These metrics capture surface-level structural and lexical variation,
suggesting that the LLM-guided approach may introduce greater diversity than
deterministic AST rewrites. By contrast, CC and NParams show no significant
differences, which is expected since both methods apply the same semantic-
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preserving transformations and thus maintain comparable logical control-flow
complexity and parameter usage.

Overall, these results indicate that while both approaches preserve the
intended functionality of the code, LLM-based perturbations appear to create
a wider range of structural and lexical variations. Such diversity could poten-
tially strengthen the adversarial space explored by AdvCodeGen and may enhance
its ability to evaluate LM-based vulnerability detectors beyond what rule-based
transformations typically achieve.

4.6 RQ5: Model Robustness

To assess AdvCodeGen’s robustness against countermeasures, we evaluate its per-
formance under two defense strategies: (1) adversarial training and (2) adver-
sarial code detection.

Adversarial Training. We apply adversarial training [3], a standard defense
strategy that improves model robustness by incorporating adversarial examples
during training. We target CodeBERT, CodeT5, and UnixCoder on the BigVul
dataset, as they exhibit the highest ASR among sub-billion parameter models.
For each model, we collect successful adversarial examples (432 for CodeBERT
and UnixCoder; 430 for CodeT5), split them into training, validation, and test
sets (8:1:1), and merge the training and validation sets with the original dataset
for fine-tuning.

Adversarial Code Detection. We develop a modular detection mechanism
independent of the underlying model, making it suitable for black-box and
resource-constrained settings. Leveraging a CodeBERT-based classifier trained
on the BigVul dataset, we distinguish clean code from adversarial code generated
by AdvCodeGen.

Results Analysis. Table 8 presents the effectiveness of both defense strategies.
Adversarial training demonstrates significant robustness improvements across all
models. When subjected to adversarial attacks, CodeBERT’s accuracy improved
from 37.21% (the original model) to 97.73% (after adversarial training), mark-
ing a 2.63 times improvement. CodeT5 and UnixCoder show improvements of
2.69 times and 2.53 times, respectively. All models maintain their original per-
formance on clean inputs.

For attack detection, the CodeBERT-based detector achieves moderate per-
formance with accuracy ranging from 81.61% to 83.91% across different target
models. The consistent Fl-scores (81.61%—82.50%) indicate balanced precision
and recall, suggesting that adversarially transformed code exhibits detectable
statistical or structural patterns that distinguish it from original code.

These results demonstrate that while AdvCodeGen can successfully generate
adversarial examples against vulnerability detectors, both defense mechanisms
provide measurable protection, with adversarial training showing particularly
strong effectiveness in restoring model robustness.
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Table 8. Effects of defense mechanisms. Results include (1) adversarial accuracy of tar-
get models before and after adversarial training, and (2) attack detection performance
(Accuracy and Fl-score).

Target Model|Adversarial Training Attack Detection
Before |After Accuracy|F1-score
CodeBERT |37.21%97.73% 81.61% [81.61%
CodeT5H 30.23%/81.40% 83.91% [82.50%
UnixCoder |34.09%|86.36% 83.91% [82.50%

5 Limitations

Semantic Preservation Challenges. While AdvCodeGen achieves high success
rates during our evaluation, we find that it still fails due to the transformations
that did not preserve the semantics. Specifically, our manual analysis on such
failed cases reveals that identifier renaming can introduce unintended ambigui-
ties, while type normalization may disrupt subtle semantic relationships, failing
to preserve the original semantic of the program.

A possible mitigation can be implemented by incorporating additional seman-
tic analysis techniques, such as symbolic execution or formal verification, to
ensure stronger guarantees of behavioral equivalence. We leave this for our future
work.

Language Diversity. Our current evaluation focuses on C/C++ datasets,
which, while representative of widely used systems programming languages, may
constrain the generalizability of our findings. For example, vulnerabilities in
C/C++ often reflect low-level memory safety issues, while software in other
languages may encompass a broader variety of vulnerabilities.

To build a more comprehensive understanding of the AdvCodeGen framework’s
robustness, future research should extend evaluation to include diverse program-
ming paradigms (e.g., object-oriented, functional, and scripting languages) and
larger, more heterogeneous vulnerability datasets.

We believe such an expansion would provide more substantial evidence of its
effectiveness in practice. We leave this for our future work.

6 Related Work

Code Vulnerability Detection. Recent advances in MLaASbased vulnerabil-
ity detection have centered on code-specific pre-trained models such as Code-
BERT [12], GraphCodeBERT [20], and CodeT5 [44], which are trained with
token-classification or masked-language-modeling objectives.

Representative techniques include VulBERTa [22], which enhances vulner-
ability detection via large-scale pre-training on vulnerability-focused corpora,
and LineVul [13], which targets line-level vulnerability localization. With the
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emergence of large general-purpose LLMs such as GPT-3.5, StarCoder, and
CodeGen, vulnerability detection has expanded beyond specialized architectures.
For example, RealVul [5] applies LLMs to PHP vulnerability detection through
security-aware prompt engineering, while Vul-RAG [10] incorporates retrieval-
augmented generation to enrich context. Recent work also emphasizes reasoning
and interpretability. For instance, SV-TrustEval-C [28] introduces a benchmark
for evaluating vulnerability reasoning through questionaASanswer style interac-
tions, supporting fine-grained, context-sensitive analysis.

Building on these efforts, we evaluate AdvCodeGen across both code-specific
ML models and modern LLM-based detectors to assess their robustness under
adversarial conditions.

Adversarial Code Example Generation. Beyond the baseline methods we
evaluate—ALERT [46], CARROT [49], CODA [42], and AACEGEN |[29]—a
variety of approaches have explored adversarial code generation. Early work,
such as MHM [50], relied on variable renaming and was soon outperformed by
more sophisticated strategies. DAMP [47] applies gradient-guided identifier sub-
stitutions and dead-code insertion. However, it is restricted to one-hot encod-
ing models. CodeAttack [25] performs token masking and substitution for code
summarization and translation tasks without guaranteeing semantic preserva-
tion, while AdvPro [27] leverages gradient-based attribution for code completion
rather than vulnerability detection. Other techniques, such as EaTVul [30] and
Crazylvan [26], inject non-functional adversarial snippets.

In contrast, AdvCodeGen employs 19 semantics-preserving transformation
rules and large language models to rewrite vulnerable code under black-box
conditions, systematically assessing the impact of each rule on the robustness of
modern vulnerability detectors.

7 Conclusion

We proposed AdvCodeGen, a black-box adversarial framework that evaluates the
robustness of LM-based vulnerability detectors against evasion attacks. By lever-
aging an LLM to apply 19 distinct code transformations, AdvCodeGen generates
effective adversarial examples that significantly outperform existing baselines,
achieving attack success rates of up to 81.5% on BigVul and 60.3% on Devign.
The success of these attacks reveals a critical limitation in state-of-the-art
vulnerability detectors: they are brittle against semantic-preserving transforma-
tions that introduce substantial structural and lexical diversity. Our findings
demonstrate that these models rely heavily on superficial syntactic patterns, a
vulnerability that AdvCodeGen effectively exploits to cause misclassifications.
Ultimately, AdvCodeGen offers more than just an effective attack strategy; it
serves as an important benchmark for systematically evaluating and strengthen-
ing the next generation of code security models. Future efforts will concentrate
on developing attack strategies tailored to specific models and expanding the
framework to accommodate perturbations beyond the local function scope.
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